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Lecture 18 Highlights

I Characters and Text Representation: Ascii, Unicode; Letter
Frequencies in Text

I String Matching: Karp–Rabin randomized algorithm.
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Lecture 19: Topics

• String Matching
I Karp-Rabin randomized algorithm (recap)
I A deterministic algorithm based on finite automata.

• Intro to text compression
I Impossibility of universal compression.
I Fixed length and variable length codes.
I Prefix free codes.
I Letters’ frequencies in natural languages (reminder).
I Introduction to Huffman code: Variable length, letter-by-letter

compression.
• Next week: Lempel-Ziv compression
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Representation of Characters: ASCII (reminder)

The initial encoding scheme for representing characters is the called
ASCII (American Standard Code for Information Interchange). It has
128 characters (represented by 7 bits). These include 94 printable
characters (English letters, numerals, punctuation marks, math
operators), space, and 33 invisible control characters (mostly
obsolete).

(table from Wikipedia. 8 rows/16 columns represented in hex, e.g.
‘a’ is 0x61, or 97 in decimal representation)
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Representation of Characters: Unicode (cont.)
Unicode is a variable length encoding: Different characters can be
encoded using a different number of bits. For example, ASCII
characters are encoded using one byte per character, and are
compatible with the 7 bits ASCII encoding (a leading zero is added).
Hebrew letters’ encodings, for example, are in the range 1488 (ℵ) to
1514 (tav, unfortunately unknown to LATEX), reflecting the 22+5=27
letters in the Hebrew alphabet.

Python employs Unicode. The built in function ord returns the
Unicode encoding of a (single) character (in decimal). The chr of an
encoding returns the corresponding character.

>>> ord(" ") # space

32

>>> ord("a")

97

>>> chr (97)

a

>>> ord("?") # aleph (LaTeX unfortunately is not fond of Hebrew)

1488
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Letter Counts in Text
The following code first converts every character to lower case (this
has no effect for non-letters). Then filters out non-letters, and counts
the number of occurrences of each letter, using a (Python) dictionary
called d. It then turns the dictionary into a list, and sorts it by the
counts.

def char_count(text):

""" counts the number of occurrences of ascii letters in a text

Returns a list of pairs , where first elements in pairs are the

lower case letters , and second elements being the counts """

d = {} # initializing an empty dictionary

for ch in text:

ch=str.lower(ch)

if ord(ch)<ord("a") or ord(ch)>orde("z"): # not a letter

continue

else: # incrementing letter count by 1

if ch in d:

d[ch]=d[ch]+1

else:

d[ch]=1

lst=list(d.items ()) # truning dictionary into list

return sorted(lst , key=lambda pair: -pair [1])

# sort high to low by counts
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Frequencies of Letters in Natural Languages

The distribution of single letters in any natural languages’ texts is
highly non uniform. According to the diagram below (taken from
Wikipedia), the four most frequent letters are {e, t, a, o}. The
letter e appears in 12.8% of written English, t’s frequency is 9.05%,
a’s is 8.1%, and o’s is 7.6%.

The frequencies in this diagram are based some “representative text”,
or corpus (for example, a dictionary).
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Letter Frequencies in Future Parts of Our Course

• The non uniform distribution of letters in written text is the
basis for Huffman coding, used in text compression.

• The non uniform distribution of letters in written text is the key
to breaking substitution cypher encryption.
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Exact String Matching: Definition

Input: Two strings over a fixed alphabet, Σ.
A text of length n, T = T [0..n− 1], and
a shorter pattern of length m, P = P [0..m− 1].

Goal: Find all indices, or shifts, s, in the text (0 ≤ s ≤ n−m)
such that T [s..s+m− 1] = P [0..m− 1].

That is, all shifts where the pattern matches the text exactly.

This is a fundamental problem in stringology. We will examine four
approaches to solving it, bearing the associated complexity in mind.

1. The näıve, exhaustive, approach.

2. An approach based on hashing.

3. A randomized (coin flipping) algorithm, due to Karp and Rabin.

4. An approach based on deterministic finite automata.
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Karp–Rabin’s Algorithm: A Bird’s Eye View

Goal: Find all indices, or shifts, s, in the text (0 ≤ s ≤ n−m)
such that T [s..s+m− 1] = P [0..m− 1].

Initial Step: Compute finger print(P[0..m-1]). Denote the
outcome by t.

Method: For every shift, s, 0 ≤ s ≤ n−m, compute
finger print(T[s..s+m-1]). If this equals t, report s (and
continue).

Key Idea: Given the finger print of one window,
finger print(T[s..s+m-1]), it is possible to compute the finger
print of the next one, finger print(T[s+1..s+m]) in a constant
number of operations.
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Karp–Rabin’s Algorithm: A Bird’s Eye View, cont.
Key Idea: Given the finger print of one window,
finger print(T[s..s+m-1]), it is possible to compute the finger
print of the next one, finger print(T[s+1..s+m]) in a constant
number of operations.

Time complexity: O(m) operations to compute the two finger prints
finger print(P[0..m-1]) and finger print(T[0..m-1]).
O(m) operations for both, Additional n−m− 1 finger prints to
compute, each taking O(1) operations. Total cost is
O(n) +O(m)= O(n+m).

Caveat: The algorithm is randomized. Computations are done
modulo a random prime of moderate size (say 30 to 32 bits long).
There is a small but non negligible probability of false positive errors
(announcing a match where there isn’t one).

False negative errors never occur: If there is a match, it will always
be announced.
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Karp-Rabin Fingerprinting

Pick a random prime, r, in the range 231 < r < 232 (a 32-bit random
prime).
The corresponding fingerprint function is Fr(M) = M mod r.

Details:

1. Compute the number p = fingerprint(NP ).

2. For every shift, s, 0 ≤ s ≤ n−m, compute the number
fs = fingerprint(Ts).

3. For every shift, s, 0 ≤ s ≤ n−m, compare the number fs with
p.

4. If p = fs, declare the shift, s, as a possible match (and
continue).
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Karp-Rabin Fingerprints: False vs. True Matches

I If p = fs, the algorithm declares the shift, s, as a possible match.

I Is this a true match, namely P [0..m− 1] = T [s..s+m− 1],

I Or a false match, namely P [0..m− 1] 6= T [s..s+m− 1]?

We face a choice here. We could try and verify all matches, at the
cost of additional operations.
Or we could “trust” the announced matches without exploring
further, risking errors.

For “random strings” (whatever this means has to be clarified, and
will typically not apply to the text you are reading or writing),
matches will be rare and thus verifying them, even exhaustively, will
not cause an unacceptable overhead.
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Deterministic Finite Automata (DFA)

For reference only.
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Deterministic Finite Automata (DFA)

I A DFA is one of the simplest models of computation.

I It consists of a finite number, m, of states, usually denoted
q0, . . . , qm−1.

I States are viewed as nodes (denoted by circles) in a directed
graph.

I Directed edges in the graph are labeled by single letters from the
alphabet Σ.

I The DFA has distinguished start state (denoted by an incoming
triangle) and accept state(s) (denoted by a double circle).
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Deterministic Finite Automata (cont.)

I The DFA has distinguished start state (denoted by an incoming
triangle) and accept state(s) (denoted by a double circle).

I On input that is a string of letters over Σ, the DFA starts at the
start node.

I It “reads” one letter at a time, proceeding according to the
arrows.

I Deterministic means every new character corresponds to just one
outgoing arrow.

I There are also non deterministic automata, where a new
character could corresponds to more than one outgoing arrow.

I Non deterministic automata are an important computational
model, but not within our scope. They will be discussed in,
ahhm, the computational model course.
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The BRAZIL Pattern DFA
I We describe specific DFAs, each corresponding to a different

pattern.

I States with no outgoing edges for some letter implicitly imply an
outgoing edge to the initial state, q0, with that label.

I Each such DFA will then “go over” a text string, and tell us what
it “thinks” of the text. Red letter indicates accept state reached.

I First text: BRIBROBRABRAZILTURKEY.
I Second text: BRAZILUZIPHERBRAZILYOO
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The AAAAA Pattern DFA
I We describe specific DFAs, each corresponding to a different

pattern.

I Each such DFA will then “go over” a text string,
I and tell us what it “thinks” of the text.
I First text: AAAAAAABRAZILAAAAAAB.
I Second text: BRAZILZIPHERBRAZILYOO.
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The Two Pattern DFAs

The pattern BRAZIL has no “inner repetitions”.
The patern AAAAA is highly repetitive.
What, if any, effect do these facts have on the resulting pattern
DFAs?
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The OYVAVOY Pattern DFA
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The Pattern DFA Approach

1. Given the pattern, construct the corresponding DFA.
I We do not give you a recipe on how to do this. But we expect

you to be able to do this, based on the examples given above.
I Given the pattern, we can construct the DFA in time O(m|Σ|).

2. Given the text and the pattern DFA, run the text through the
DFA. Each time we hit the accept state, we report the location
in the text.

3. Properties:
I Algorithm is deterministic (it never errs, unlike the randomized

Karp-Rabin).
I Run time is O(m|Σ|) for processing the pattern into the DFA.
I And O(n) for running the text through DFA.
I O(m|Σ|+ n) operations in total.
I Some important details were intentionally left vague.
I To be rigorously treated in the algorithms course (e.g. the KMP

algorithm).
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A Few Words on the Class FSM

A natural way to go about the solution is to define an FSM class. This
FSM class will implicitly define some underlying data structure (in this
case it is the states of the automaton), and certain methods, or
internal functions, used to create it, manipulate it, and communicate
with it.

In our case these methods will be used to initialize the automaton (to
state q0), change the state upon reading an additional character, and
recognize if the state is an accept state (corresponding to a match of
the pattern to the text).

At this point we will not describe a possible implementation in more
detail.
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And Now to Something Somewhat Different:
Compression

The search problem: find the cat in the image.
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Communication
Two parties, traditionally names Alice and Bob, have access to a
communication line between them, and wish to exchange information.

This is a very general scenario. It could be two kids in class sending
notes, written on pieces of paper or (god forbid) text messages under
the teacher’s nose. Could be you and your brother talking using
“traditional” phones, cell phones, or Skype. Could be an unmanned
NASA satellite orbiting Mars and communicating with Houston using
radio frequencies. It could be the hard drive in your laptop
communicating with the CPU over a bus, or your laptop running
code in the “cloud” via the “net”.
In each scenario, the parties employ communication channels with
different characteristics and requirements.
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Three Basic Challenges in Communication

1. Reliable communication over unreliable (noisy) channels.

2. Secure (confidential) communication over insecure channels.

3. Frugal (economical) communication over expensive channels.
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Three Basic Challenges in Communication
1. Reliable communication over unreliable (noisy) channels.

Solved using error detection and correction codes.
2. Secure (confidential) communication over insecure channels.

Solved using cryptography (encryption/ decryption).
3. Frugal (economical) communication over expensive channels.

Solved using compression (and decompression).

We treat each requirement separately (in separate classes). Of
course, in a real scenario, solutions should be combined carefully so
the three challenges are efficiently addressed (e.g. usually
compression should be applied before encryption).

Today, we will discuss compression.
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Compression

A compression scheme consists of two parts:

Compression, C, and decompression, D.

Both C and D are functions from binary strings to binary strings.
The major goal of a good compression algorithm is to have
len(C(x)) < len(x).

This, by itself, is obviously not hard to achieve. For example, we
could simply delete every second bit of x. However, under such
compression, it is not possible to reconstruct the original string, x.

So, in addition to the goal len(C(x))< len(x), we also require:
For every x, if y=C(x), then D(y)=x.

We say that a compression scheme is universal if for every x,
len(C(x)) < len(x).
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Universal Lossless Compression is Impossible

Claim: There is no universal, lossless compression scheme.

Proof: A simple counting argument:

A lossless compression algorithm (mapping binary strings to binary
strings) must be one to one on its domain, {0, 1}∗. In particular, it
should map {0, 1}n in a one-to-one mapping to binary strings of
smaller lengths.

But there are not enough strings to map into: 2n strings in the
domain, only 2n − 1 strings in the range. ♠
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Universal Lossless Compression is Impossible, cont.

Compression algorithms applied to random text will not compress.
They may even expand the text.

The counting argument means we cannot compress everything. But
it does not imply we cannot compress a small fraction of all text (or
image, audio, or video) sources.

The key to compression are redundancies (e. g. repetitions,
similarities, etc.). Lossless (and lossy) algorithms look for these and
try to exploit them in describing the data more succinctly.
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Lossy Compression

When the string in question represent (discretized samples of)
analogue data, for example audio, images or video, lossy compression
is often used.

If the human eye or ear (at least the average eye or ear) cannot
distinguish between the original and the compressed version, then
lossy compression is typically acceptable and used. Compression can
be achieved, for example, by removing high frequencies from the
audio or image, or by reducing the number of color combinations.
Video is often compressible in 100:1 ratio, audio in 10:1, and images
in 5:1, with hardly any noticeable change in quality.

MP3 for audio, JPEG for images, and MPEG-4 for video are among
the well known, lossy compression schemes.
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Huffman Compression

Huffman code translates the binary representation of a text string to
a binary string, which should

• Makes it possible to translate back to the original.

• Has a shorter length (usually, not always).

• Work on a letter by letter basis.

The first two properties mean Huffman code is a lossless compression
scheme.
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Huffman Compression, cont.

Huffman code assigns short coding to letters occurring frequently,
and longer coding to letters occurring infrequently.

Thus, on the average, substantial saving can be achieved.

The first step in Huffman coding (and in many other schemes) is to
translate the input text to binary (no compression at this step).
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ASCII Characters, Represented as Numbers Using format

For the ascii representation, we are interested in binary encoding with
fixed length 7, using leading zeroes. The Python magic to do this is
’:07b’.format(ord(ch)):

>>> ord("1") # decimal representation

49

>>> ’{:07b}’.format(ord("1"))

# binary representation , 7 place holders with leading zeroes

’0110001 ’

>>> ord(" ")

32

>>> ’{:07b}’.format(ord(" "))

’0100000 ’

>>> ord("z")

122

>>> ’{:07b}’.format(ord("z"))

’1111010 ’
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ASCII Strings to Binary Sequences

We will deal only with ascii characters. The following code
transforms a string to binary, ignoring non ascii characters.

def str_to_bin(text):

""" translates text to binary reprersentation using

7 bits per character. Non ascii characters are discarded """

return ’’.join(’{:07b}’.format(ord(ch)) for ch in text

if ord(ch)<128)

>>> text="Geronimo ?????" # ????? is a 5 letter Hebrew word

>>> len(text)

14

>>> str_to_bin(text)

’100011111001011110010110111111011101101001110110111011110100000 ’

>>> len(_)

63 # 63 = 7 * (14-5)
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Frequencies of Letters in Natural Languages (reminder)

The distribution of single letters in any natural languages’ texts is
highly non uniform.
We can compute these frequencies by taking a “representative text”,
or corpus, and simply count letters. For example, in English, “e”
appears approximately in 12.5% of all letters, whereas “z” accounts
for just 0.1%. In Hebrew, “Yud” (ord=1497) appears approximately
in 11% of all letters (not counting spaces, digits, etc.) while “Za’in”
(ord=1494) appears approximately in just 0.8% of all letters.
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Huffman Code

In Huffman code, we abandon the paradigm of a fixed length code.
Instead, we employ a variable length code, where different letters are
encoded by binary strings of different lengths.

Basic Idea:
Frequent letters will be encoded using short binary strings (shorter
than 7 bits).
Rare letters will be encoded using long binary strings (typically longer
than 7 bits).

This way, the encoding of a typical string will be shorter, since it
contains more frequent letters (where we save length) than rare ones
(where we pay extra length).
(Note that this approach will not work for random strings.)

The rest is just details.
(but, as you surely know, the devil is in the details).
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Prefix Free Codes and Fixed Length Codes
In this context, a code is a one-to-one mapping from single
characters to binary strings, called codewords.
A code is called fixed length code if all characters are mapped to
binary strings of the same length.

A code is called prefix free code if for all pairs of characters γ, τ that
are mapped to binary strings C(γ), C(τ), no binary string is a prefix
of the other binary string.

As a concrete example, consider the following three codes, both
mapping the set of six letters {a, b, c, d, e, f} to binary strings.

Code 1:
a b c d e f

000 001 010 011 100 101

Code 2:
a b c d e f

0 10 110 1110 11110 111110

Code 3:
a b c d e f

0 1 00 01 10 11
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Prefix Free Codes and Fixed Length Codes

In this context, a code is a one-to-one mapping from single
characters to binary strings, called codewords. As a concrete
example, consider the following three codes, both mapping the
set of six letters {a, b, c, d, e, f} to binary strings.

Code 1:
a b c d e f

000 001 010 011 100 101

Code 2:
a b c d e f

0 10 110 1110 11110 111110

Code 3:
a b c d e f

0 1 00 01 10 11

Code 1 is fixed length code. Codes 2 and 3 are not.

Codes 1 and 2 are prefix free codes: No codeword is a prefix of
another. Code 3 is not. For example, 1 is a prefix of 11.
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Prefix Free Codes and Ambiguity

Code 1:
a b c d e f

000 001 010 011 100 101

Code 2:
a b c d e f

0 10 110 1110 11110 111110

Code 3:
a b c d e f

0 1 00 01 10 11

Code 1 is a fixed length code, while Code 2 and 3 are variable length
codes.

Codes 1 and 2 are prefix free codes: No codeword is a prefix of
another. Code 3 is not. For example, 1 is a prefix of 11.

Why do we care? Suppose you get the binary string 100 (no spaces!).
How would you decode it, according to each of the three codes?
100 encodes e by Code 1. It encodes ba by Code 2.

But by Code 3, it could encode baa or bc or ea, so we got ambiguity
here, which is bad. This is why we insist on prefix free codes.
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Huffman Code: Specification

The input is a set of n characters Σ = {a1, a2, . . . , an}, and a set of
non-negative weights (counts), W = {w1, w2, . . . , wn},
corresponding to the characters.

The output is a variable length, prefix free, code,
C = Code(Σ,W ) = {c1, c2, . . . , cn}, where each ci is a binary string.

The weighted length of a code D = {d1, d2, . . . , dn} with respect to
the set of weights W = {w1, w2, . . . , wn} is defined as
LW (D) =

∑
n

i=1
wi · len(di).

Goal:
Construct a code, C, so that for any code, D, LW (C) ≤ LW (D).
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Huffman Code: Construction

I Collect character counts from a representative corpus.

I Use a priority queue (list) to represent letters’ counts.

I Iterate the following: Fetch the two smallest-weight item from
priority queue. Join them to a new, compound item, whose
weight equals the sum of the two weights.

I So each node includes a set of characters and its total weight
(sum of counts)

I The end result is a priority queue (list) with two compound
items.

I It implicitly represents a binary tree, that we call the Huffman
tree.

I The leaves of this tree are individual characters.
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Huffman Code: Construction (Cont.)

I Representing left by 0, and right by 1, we construct the
Hufmann encoding.

I Turn the tree into an encoding dictionary (ascii characters to
binary strings).

I Reverse the dictionary to get a decoding dictionary (binary
strings to ascii characters).
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Building the Huffman List: A Small Example

The first two steps of the road map:

>>> count=char_count("this is an example of a huffman tree")

>>> [(x, px) for x,px in count.items ()]

[(’x’, 1), (’t’, 2), (’u’, 1), (’p’, 1), (’r’, 1), (’s’, 2),

(’l’, 1), (’m’, 2), (’n’, 2), (’o’, 1), (’h’, 2), (’i’, 2),

(’e’, 4), (’f’, 3), (’ ’, 7), (’a’, 4)]

count.items() returns a list of pairs of the dictionary count. This
is the initial value of the priority queue we use next.
A priority queue is a data structure that supports the operations
insert and remove smallest. Elements of the priority queue are
binary trees, represented as list structures, where the priority is the
weight of the tree.
We will use a naive implementation of priority queue: a list,
where we insert elements at the end, and remove smallest is
done by finding the minimal element and removing it.
You will study a more efficient implementation of priority queue

in the Data Structures course.
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Reminder: List Operations pop, append and index

>>> lst = [5,3,6,2,8,9]

>>> lst.pop(4) # pop removes item at specified location

8 # pop mutates list and returns item

>>> lst

[5, 3, 6, 2, 9]

>>> lst.append (7)

>>> lst

[5, 3, 6, 2, 9, 7]

>>> min(lst)

2

>>> lst.index(min(lst)) # index returns the index of

3 # the element found by linear search

>>> lst

[5, 3, 6, 2, 9, 7]

>>> lst.pop(lst.index(min(lst)))

2

>>> lst

[5, 3, 6, 9, 7]

The operation pop returns the value that it removes, and also
mutates the list . The operation append also mutates the list. Both
do not change the list identity.
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Building the Huffman List: Python Code
We implement a priority queue, prioritized by counts of nested sets of
characters, initialized from the a dictionary of characters counts.

def build_huffman_tree(letter_count ):

""" recieves dictionary with char:count entries

generates a LIST of letters representing

the binary Huffman encoding tree """

queue = [(x, px) for x,px in letter_count.items ()]

while len(queue) > 1:

# combine two smallest elements

a, pa = extract_min(queue) # smallest in queue

b, pb = extract_min(queue) # next smallest

chars = [a,b]

weight = pa+pb # combined weight

queue.append ((chars ,weight )) # insert new node

# print(queue) # to see what whole queue is

# print () # print commented out

x, px = extract_min(queue) # only root node left

return x # total weight

def extract_min(queue):

P = [px for x,px in queue]

return queue.pop(P.index(min(P)))
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Building the Huffman List: A Small Example

>>> text="this is an example of a huffman tree"

>>> len(text)

36

>>> len(char_count("this is an example of a huffman tree"))

16

There are 16 different characters, so a fixed length encoding will take
log 16 = 4 bits per character.

>>> small_count=char_count(text)

>>>[(x, px) for x,px in count.items ()]

[(’x’, 1), (’t’, 2), (’u’, 1), (’p’, 1), (’r’, 1), (’s’, 2),

(’l’, 1), (’m’, 2), (’n’, 2), (’o’, 1), (’h’, 2), (’i’, 2),

(’e’, 4), (’f’, 3), (’ ’, 7), (’a’, 4)]

This is the initial structure of the priority queue. All elements are
single node trees.
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Building the Huffman Tree: A Small Example

>>> text="this is an example of a huffman tree"

>>> small_count=char_count("this is an example of a huffman tree")

>>> len(char_count("this is an example of a huffman tree"))

16 # fixed length encoding will take 4 bits per character

>>> sorted(small_count.items(),key=lambda x:x[1])

[(’l’, 1), (’o’, 1), (’p’, 1), (’r’, 1), (’u’, 1), (’x’, 1),

(’i’, 2), (’h’, 2), (’m’, 2), (’n’, 2), (’s’, 2), (’t’, 2),

(’f’, 3), (’a’, 4), (’e’, 4), (’ ’, 7)]

>>> small_tree=build_huffman_tree(small_count)

>>> small_tree

[[[’a’, ’e’], [[[’l’, ’o’], ’i’], [[’u’, ’x’], [’p’, ’r’]]]],

[[[’n’, ’s’], [’h’, ’m’]], [[’t’, ’f’], ’ ’]]]

It is indeed not obvious to see what is going on here.

Some parsing of this list/tree may help:
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Building the Huffman Tree: A Small Example, cont.
It is indeed not obvious to see what is going on here.
Some parsing of this list/tree may help:
>>> len(small_tree)

2 # as expected

>>> small_tree [0]

[[’a’, ’e’], [[[’l’, ’o’], ’i’], [[’u’, ’x’], [’p’, ’r’]]]]

>>> small_tree [0][0]

[’a’,’e’]

>>> small_tree [0][0][0]

’a’ # ’a’ will be encoded by 000

>>> small_tree [0][1]

[[[’l’, ’o’], ’i’], [[’u’, ’x’], [’p’, ’r’]]]

>>> small_tree [0][1][1]

[[’u’, ’x’], [’p’, ’r’]]

>>> small_tree [0][1][1][1]

[’p’, ’r’]

>>> small_tree [0][1][1][1][0]

’p’ # ’p’ will be encoded by 01110

>>> small_tree [1]

[[[’n’, ’s’], [’h’, ’m’]], [[’t’, ’f’], ’ ’]]

>>> small_tree [1][1]

[[’t’, ’f’], ’ ’]

>>> small_tree [1][1][1]
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Building the Huffman Tree: A Small Example, cont2

We did not yet specify how encoding is exactly done, but essentially
the path to a leaf (a path described by a binary string) is the
encoding of character at the leaf. So

>>> small_tree [0][0][0]

’a’ # ’a’ will be encoded by 000

>>> small_tree [1][1][1]

’ ’ # ’ ’ will be encoded by 111

”a” is encoded by ”000”, while ” ” is encoded by ”111”.

>>> small_tree [1][1][0][1]

’f’ # ’f’ will be encoded by 1101

>>> small_tree [0][1][1][1][0]

’p’ # ’p’ will be encoded by 01110

”f” is encoded by ”1101”, while ”p” is encoded by ”01110”.

More frequent characters indeed enjoy shorter encoding (recall that
Huffman is a variable length code).
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Building the Huffman List: Another Small Example

>>> text="giddddddddddddddddddddddddday ,mate"

>>> len(text)

34

>>> char_count(text)

{’a’:2,’e’:1,’d’:25,’g’:1,’i’:1,’m’:1,’,’:1,’t’:1,’y’:1}

>>> len(char_count(text))

9

>>> l=build_huffman_tree(char_count(text))

[([[[[ ’i’,’m’],[’,’,’t’]],[[’g’,’y’],[’e’,’a’]]],’d’],34)]
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The Dictionary Method update

Python built-in dictionary method update takes an existing
dictionary and updates its entries by those of another dictionary.
Existing entries (key:value pairs) are “run over”.

>>> code1={’a’: ’11’, ’c’: ’10’, ’b’: ’0’}

>>> code1.update ({’a’: ’110’,"d":"111"})

>>> code1

{’a’: ’110’, ’c’: ’10’, ’b’: ’0’, ’d’: ’111’}

We will find the update method useful for generating a Huffman code
from a Huffman tree. The Huffman code will be a dictionary, where
keys are characters, and values are the binary strings encoding them.
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From Huffman tree To Huffman Code (Recursively)

Assign the empty string to the root. Then recursively assign 0 for left
subtree, 1 for right subtree. Returns a dictionary, with keys being
characters at leaves.

def generate_code(huff_tree , prefix=""):

""" receives a Huffman tree with embedded encoding ,

and a prefix of encodings.

returns a dictionary where characters are

keys and associated binary strings are values."""

if isinstance(huff_tree , str): # a leaf

return {huff_tree: prefix}

else:

lchild , rchild = huff_tree [0], huff_tree [1]

codebook = {}

codebook.update( generate_code(lchild , prefix+’0’))

codebook.update( generate_code(rchild , prefix+’1’))

return codebook

Oh, the beauty of recursion...
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From Huffman tree To Huffman Code: A Small Example

Assign the empty string to the root. Then recursively assign 0 for left
subtree, 1 for right subtree.

>>> small_count=char_count("this is an example of a huffman tree")

>>> [(x, px) for x,px in small_count.items ()]

[(’x’, 1), (’s’, 2), (’r’, 1), (’p’, 1), (’u’, 1), (’t’, 2),

(’i’, 2), (’h’, 2), (’o’, 1), (’n’, 2), (’m’, 2), (’l’, 1),

(’a’, 4), (’ ’, 7), (’f’, 3), (’e’, 4)]

>>> small_tree=build_huffman_tree(small_count)

>>> generate_code(small_tree)

{’x’: ’10100 ’, ’s’: ’0100’, ’r’: ’10101 ’, ’p’: ’10110’, ’u’: ’10111

’t’: ’0101’, ’i’: ’0110’, ’h’: ’0111’, ’o’: ’11000 ’, ’n’: ’1000’,

’m’: ’1001’, ’l’: ’11001’, ’a’: ’000’, ’ ’: ’111’, ’f’: ’1101’, ’e

The length of encodings vary from 3 to 5.
More frequent letters are assigned shorter encodings.
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Counting Characters: A Real Example

Of course, the previous small examples are far too small. We found
it appropriate to collect letters’ frequencies from Wikipedia’s own
Huffman’s code entry.

55 / 90



Hackers’ Delight: Wikipedia Huffman Code Entry

Wikipedia discourages programs (aka bots) from accessing its web
pages (there is obviously no problem if you manually access
Wikipedia using your favorite browser). This leads to a tug of wars
with our teaching assistants. Currently, the following rather
mysterious sequence of commands wins. It first convinces Wikipedia
to download the relevant page, then transforms it to unicode (utf8).

def download_wiki ():

HOST = "en.wikipedia.org"

GET_METHOD = "GET"

URL = "/wiki/Huffman_coding"

ENCODING = "utf -8"

# Get the HTML raw data

conn = http.client.HTTPConnection(HOST)

conn.request(GET_METHOD , URL)

data = conn.getresponse (). read()

conn.close()

return str(data , ENCODING)
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Counting Characters: Wikipedia Huffman Code Entry

>>> wikitext=download_wiki ()

>>> len(wikitext)

106653

>>> print(wikitext [:205])

<!DOCTYPE html >

<html lang="en" dir="ltr" class="client -nojs">

<head >

<meta charset="UTF -8" /><title >Huffman coding - Wikipedia , the free encyclopedia </title >

<meta name="generator" content="MediaWiki 1.23

>>> wikicounts=char_count(wikitext)

>>> wikiqueue =[(x, px) for x,px in wikicounts.items ()]

# initial value of the priority queue
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Counting Characters: Real Results

>>> wikiqueue

[(’[’, 62), (’Y’, 4), (’_’, 666), (’]’, 62), (’S’, 155),

(’Q’, 15), (’W’, 131), (’U’, 30), (’K’, 17), (’I’, 116),

(’O’, 39), (’M’, 92), (’C’, 289), (’A’, 246), (’G’, 35),

(’E’, 201), (’{’, 67), (’y’, 797), (’}’, 67), (’s’, 4345),

(’q’, 107), (’w’, 1316), (’u’, 1638) , (’k’, 982), (’i’, 7133),

(’o’, 4267), (’m’, 2151), (’c’, 2967) , (’a’, 6095), (’g’, 1681) ,

(’e’, 7611), (’\t’, 645), (’;’, 303), (’9’, 218), (’?’, 53),

(’=’, 1871), (’3’, 272), (’1’, 464), (’7’, 176), (’5’, 178),

(’+’, 10), (’)’, 144), (’/’, 2879), (’-’, 983), (’#’, 68),

(’!’, 14), ("’", 63), (’%’, 428), (’Z’, 58), (’X’, 3), (’^’, 6),

(’\\’, 94), (’R’, 82), (’P’, 135), (’V’, 43), (’T’, 169),

(’J’, 31), (’H’, 305), (’N’, 76), (’L’, 161), (’B’, 146),

(’F’, 116), (’D’, 191), (’z’, 74), (’x’, 497), (’~’, 2),

(’r’, 3855), (’p’, 2180), (’v’, 691), (’t’, 6205), (’j’, 40),

(’h’, 2288), (’n’, 4627), (’l’, 4094) , (’b’, 1178), (’f’, 2059) ,

(’d’, 2992), (’\n’, 1006) , (’:’, 597), (’8’, 269), (’>’, 2941),

(’<’, 2941), (’2’, 392), (’0’, 522), (’6’, 128), (’4’, 175),

(’*’, 14), (’(’, 144), (’.’, 828), (’,’, 549), (’"’, 4114) ,

(’ ’, 7073), (’&’, 112)]

Note that this text is far from “typical” English text.
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Building the Huffman tree: A Larger Example, cont.

>>> wikitext=download_wiki ()

>>> wikicount=char_count(wikitext)

>>> wikitree=build_huffman_tree(wikicount)

>>> wikitree

[[[[[’h’, [[[’3’, [[[[[ ’^’, [’Y’, [’~’, ’X’]]], ’K’], ’G’], ’#’],

’(’]], [’C’, [’)’, ’B’]]], ’b’]], ’n’], [[[[’:’, [’;’, ’H’]],

[[[[’z’, ’N’], ’S’], [’L’, [[’O’, ’j’], ’R’]]], ’\t’]],

[’w’, [’_’, ’v’]]], [’/’, ’<’]]], [[[’>’, ’c’],

[’d’, [[[[’T’, ’4’], [’7’, ’5’]], [[[’M’, ’\\’], ’D’], ’2’]],

[’y’, ’.’]]]], [’a’, ’t’]]], [[[[[ ’u’, ’g’],

[[[[’E’, [[’V’, ’?’], ’q’]], ’%’], [[’9’, [[[[’+’, ’*’],

[’!’, ’Q’]], ’Z’], ’&’]], ’1’]], ’=’]], ’ ’], [’i’, ’e’]],

[[[’r’, [[[[[ ’F’, ’I’], ’A’], ’x’], ’k’], [’-’, ’\n’]]],

[’l’, ’"’]], [[[’f’, [[[[[[ ’U’, ’J’], ’[’], [’]’, "’"]],

[’6’, ’W’]], ’0’], [[’8’, [[’{’, ’}’], ’P’]], ’,’]]], ’o’],

[[’m’, ’p’], ’s’]]]]]

Now it is even harder to see what is going on here
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Building the Huffman tree: A Larger Example, cont.

>>> wikitree [1][0][1]

[’i’, ’e’]

>>> wikitree [1][0][1][0]

’i’

>>> wikitree [1][0][1][1]

’e’

Indeed, the characters, ”e” and ”i”, which are among the most
frequent, enjoy a short encoding (just 4 bits long).
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Huffman Code of Wikipedia Huffman Page

>>> wikicode= generate_code(wikitree)

>>> sorted(wikicode.items(),key=lambda x:len(x[1]))

[(’n’, ’0001’), (’t’, ’0111’), (’ ’, ’1001’), (’a’, ’0110’),

(’e’, ’1011’), (’i’, ’1010’), (’d’, ’01010’), (’h’, ’00000’),

(’l’, ’11010 ’), (’r’, ’11000 ’), (’"’, ’11011 ’), (’<’, ’00111 ’),

(’>’, ’01000 ’), (’c’, ’01001 ’), (’o’, ’11101 ’), (’s’, ’11111 ’),

(’/’, ’00110 ’), (’b’, ’000011 ’), (’f’, ’111000 ’), (’p’, ’111101 ’),

(’g’, ’100001 ’), (’m’, ’111100 ’), (’u’, ’100000 ’), (’w’, ’001010 ’),

(’=’, ’100011 ’), (’v’, ’0010111 ’), (’.’, ’0101111 ’),

# many items removed

(’U’, ’111001000000 ’), (’^’, ’0000100100000 ’), (’*’, ’1000101010001

(’Q’, ’1000101010011 ’), (’!’, ’1000101010010 ’),

(’+’, ’1000101010000 ’), (’Y’, ’00001001000010 ’),

(’~’, ’000010010000110 ’), (’X’, ’000010010000111 ’)]

There are 93 different characters, and the lengths of their encodings
vary from 4 to 15.
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Understanding Huffman Code of Wikipedia Huffman Page

We will sort the code by length of codewords, and compare to
character counts.

>>> sorted_counts [:18]

[(’e’, 7611) , (’i’, 7133), (’ ’, 7073) , (’t’, 6205), (’a’, 6095),

(’n’, 4627), (’s’, 4345), (’o’, 4267) , (’"’, 4114), (’l’, 4094) ,

(’r’, 3855), (’d’, 2992), (’c’, 2967) , (’<’, 2941), (’>’, 2941) ,

(’/’, 2879), (’h’, 2288), (’p’, 2180)]

>>> sorted_code=sorted(wikicode.items(),key=lambda x:len(x[1]))

>>> sorted_code [:18]

[(’n’, ’0001’), (’t’, ’0111’), (’ ’, ’1001’), (’a’, ’0110’),

(’e’, ’1011’), (’i’, ’1010’), (’d’, ’01010’), (’h’, ’00000’),

(’l’, ’11010 ’), (’r’, ’11000 ’), (’"’, ’11011 ’), (’<’, ’00111 ’),

(’>’, ’01000 ’), (’c’, ’01001 ’), (’o’, ’11101 ’), (’s’, ’11111 ’),

(’/’, ’00110 ’), (’b’, ’000011 ’)]

>>> wikicode["p"] # just to clarify

’111101 ’

So indeed, popular characters are assigned shorter codewords.
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The String Method join

We go over the input string, one character at a time. For each
character (non ascii characters are ignored), we access its value in the
encoding dictionary. This value is a binary string, which we
concatenate (join) to the forming output (binary string).

>>> string="abcdefg"

>>> "".join(ch for ch in string)

’abcdefg ’

>>> text=""

>>> text.join(ch for ch in string)

’abcdefg ’

>>> text

’’ # no wonder: strings are immutable

>>> t = (ch for ch in string)

>>> t

<generator object <genexpr > at 0x000000000352F9D8 >

>>> "".join(t)

’abcdefg ’

Recall that strings are immutable.
Note that (ch for ch in string) is a generator. 63 / 90



The String Method join, cont.

Recall the two equivalent ways to writing this:

>>> string="abcdefg"

>>> "".join(ch for ch in string)

’abcdefg ’

>>> str.join("" ,(ch for ch in string )) # need the parentheses

’abcdefg ’

Alternatively, we could used string concatenation, +. This assigns a
new string object in every iteration, and will typically be slower (and
less easy on memory) than using join when generating very long
strings.

>>> newtext=""

>>> for ch in string:

newtext=newtext+ch

>>> newtext

’abcdefg ’
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Employing Huffman Encoding for String Compression

We go over the input string, one character at a time. For each
character (non ascii characters are ignored), we access its value in the
encoding dictionary. This value is a binary string, which we
concatenate (using join) to the forming output (binary string).

def compress(text , encoding_dict ):

assert isinstance(text , str)

return ’’.join(encoding_dict[ch] for ch in text if ord(ch) <=128)
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Dictionary for Decompression

Given the binary string, which is the compression under a Huffman
dictionary, we want to decompress it. The “holistic” way to do it
employs the Huffman tree directly. Starting at the root, read one bit
at a time. On 0 we go to the left subtree, whereas on 1 we go to the
right subtree. When a leaf is reached, we append the letter at the
leaf, and jump back to the root. This gives rise to a fairly simple
iterative procedure.

Holistic or not, a one liner code employs a dictionary which is the
reverse dictionary to that produced by generate code. For example,
if ’x’:’11001’ is an entry in the original dictionary, there will be a
corresponding entry ’11001’:’x’ in the reversed dictionary.
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Dictionary for Decompression: Code

def build_decoding_dict(encoding_dict ):

""" build the "reverse" of the encoding dictionary """

return {y:x for (x,y) in encoding_dict.items ()}

# return {y:x for x,y in encoding_dict.items ()} # is OK too

def decompress(bits , decoding_dict ):

prefix = ’’

result = []

for bit in bits:

prefix += bit

if prefix in decoding_dict:

result.append(decoding_dict[prefix ])

prefix = ’’

assert prefix == ’’ # must finish last codeword

return ’’.join(result) # converts list of chars to a string
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Dictionary for Decompression: Example

We compute the encoding and decoding dictionaries for a small
example.

>>> count=char_count("this is an example of a huffman tree")

>>> huff_tree=build_huffman_tree(count)

>>> huff_code=generate_code(huff_tree)

>>> huff_code

{’ ’: ’111’, ’a’: ’000’, ’e’: ’001’, ’f’: ’1101’,

’h’: ’0100’, ’i’: ’0101’, ’l’: ’10100’, ’m’: ’0110’,

’n’: ’0111’, ’o’: ’10101’, ’p’: ’10110 ’, ’r’: ’10111 ’,

’s’: ’1000’, ’t’: ’1001’, ’u’: ’11000’, ’x’: ’11001’}

>>> build_decoding_dict(huff_code)

{’0111’: ’n’, ’0110’: ’m’, ’001’: ’e’, ’10111’: ’r’,

’1000’: ’s’, ’1001’: ’t’, ’11000’: ’u’, ’11001 ’: ’x’,

’111’: ’ ’, ’1101’: ’f’, ’000’: ’a’, ’10110’: ’p’,

’10100’: ’l’, ’10101’: ’o’, ’0100’: ’h’, ’0101’: ’i’}

We are now ready to complete the full compress–decompress cycle.
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