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Lecture 4: Highlights 
  
•  Python’s Memory Model  
•  Tuples and lists. 
•  Multiple values returned by functions. 
•  Side effects of function execution. 
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Lecture 5: Plan 

• Natural numbers: Unary vs. binary representation. 
• Natural numbers: Representation in different bases 

• (binary, decimal, octal, hexadecimal, 31, etc.). 
• Arithmetic operations on integers. 
 
• Time complexity - a function of input length: Definitions. 
• Primality checking by trial division 
• Integer exponentiation: Naive algorithm (inefficient). 
• Integer exponentiation: Iterated squaring algorithm (efficient). 
• Modular exponentiation. 
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Unary vs. Binary  
Representation of Numbers 

Consider the natural number nineteen. 
In unary, it is represented as 1111111111111111111. 
In binary, it is represented as 10011. 
The two representations refer to the same entity (the natural 
number nineteen, written in decimal as 19). 
However, the lengths of the two representations are 
substantially different. The unary representation is 
exponentially longer than the binary representation. 
To see this, consider the natural number 2n. In unary it is 
represented by 2n ones. In binary, it is represented by a single 
one, followed by n zeroes. 

4 



Unary, Binary and Other 
Representations 

Other representations are obviously also in use. In particular the 
ternary (base 3), hexadecimal (hex, 0x, base 16) and of course 
decimal (base 10) are well known. 
 
The lengths of representations in different bases differ. However, 
the lengths in bases b and c (both greater than 1) are related 
linearly. For example, a number represented with d digits (in 
decimal) will take at most                           bits (in binary).  
 
As alluded to earlier, natural numbers in the computer are 
represented in binary, for a variety of reasons having to do with the 
physical world, electric circuits, capacities, currents, etc. 
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Representation of Natural numbers in 
an arbitrary base 

A natural number N can be represented in a base b, as a 
polynomial of degree k, provided that N is is between 2k and 
2k+1, and the polynomial coefficients are natural numbers 
smaller than b. 
As a result the coefficients of the polynomial are the k + 1 
digits of N in its b-ary representation. 
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Representation of Numbers and 
efficiency of Computations 

When we consider the efficiency of an 
algorithm, we measure it as a function of the 
input size. Since in current computers natural 
numbers are represented in the binary base, 
when we consider natural numbers, we 
measure performance as a function of the 
length of the numbers in bits (their binary 
representation length). 
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different Bases Representations in Python 
Python has built in functions for converting a number from 
decimal (base 10) to binary, octal (base 8), and hexadecimal 
(base 16). 
 
>>> bin(1000) 
`0b1111101000' 
>>> oct(1000) 
`0o1750' 
>>> hex(1000) 
`0x3e8' 
The returned values are strings, whose prefixes 0b,0o,0x 
indicate the bases 2, 8, 16, respectively. 
>>> type(bin(1000)) 
<class 'str'> 

8 



Hexadecimal Representations in 
Python 

In hex, the letters a,b,...,f indicate the "digits" 
10, 11, …, 15, respectively. 
>>> hex(10) 
`0xa' 
>>> hex(15) 
`0xf' 
>>> hex(62) 
`0x3e'              # 62 = 3*16 + 14 
 
How to convert to arbitrary "target bases“? 

9 



Converting to Decimal in Python 
>>> int("0110",2) 
6 
>>> int("0b0110",2) 
6 
>>> int("f",16) 
15 
>>> int("fff",16) 
4095 
>>> int("fff",17) 
4605 
>>> int("ben",24) 
6695 
>>> int("ben",23) # "a" is 10,...,"m" is 22, so no "n" in base 23 
Traceback (most recent call last): 
    File "<pyshell#16>", line 1, in <module> 
        int("ben",23) 
ValueError: invalid literal for int() with base 23:'ben' 
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Python has a built-in function, int, for converting 
a number from base b representation to decimal 
representation. The input is a string, which is a 
representation of a number in base b (for the 
power of two bases, 0b, 0o, 0x prefixes are 
optional), and the base, b itself . 



Natural Numbers and Computer Words 

Modern computers are arranged by words, groups of fixed number 
of bits that correspond to size of registers, units of memory, etc. 
Word size is uniform across a computer, and depends both on the 
hardware (processors, memory, etc.) and on the operating system. 
 
Typical word sizes are 8 (examples on previous slide), 16 (Intel 
original 8086), 32 (most probably used by your PC or iMAC), or 64 
bits (fairly popular since 2010 as well).  
 
In many programming languages, integers are represented by 
either a single computer word, or by two computer words. In Java, 
for example, these are termed int and long, correspondingly. 
Things are quite different in Python, as we will soon see. 
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Natural Numbers and Integers in Python 

A 32 bits word can represent any integer, k, in the range  
-231 ≤ k  ≤ 231 -1 
To handle larger numbers, these 32 bits words should be 
manipulated correspondingly (represent signed sums of 
successive powers of 232). 
This is either done explicitly by the user/programmer, or 
provided directly by the programming language. 
Python takes care of large integers internally, even if they are 
way over the word size. 
>>> 3**97-2**121+17 
19088056320749371083854654541807988572109959828 
 

12 



Natural Numbers and Integers in 
Python, cont. 

Still, when manipulating large integers, one should think of the 
computational resources involved: 
 
Space: There is no difficulty to represent  
or, in Python 2**(2**10)-17 (as the result takes four lines on my 
Python Shell window, I skip it). But don't try                              why?)! 
 
Time: How many basic operations (or, clock cycles) are needed? 
Time will grow as n, the number of bits in the numbers we operate on, 
grow. How time grows as a function of n is important since this will make 
the difference between fast and slow tasks, and even between feasible 
and infeasible tasks. 
We will define these notions precisely later today. 
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Integer Division 
We wish to compute A divided by B for A, B 
integers. On most computers, the computation 
follows essentially long division, which you are 
familiar with back from primary school. For 
example, dividing 1234 by 13 (the quotient is 94, 
the remainder 12) 
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     94 
--------- 
1234 | 13 
117   | 
----- 
     64 
     52 
     --- 
     12 

When the numbers are in binary, we perform shift and subtract, 
and compare shifts of the divisor, B, to the temporary remainder. 
Unlike the decimal case, here either the shifted divisor fits ( ≤ ), in 
which case a 1 is added to the corresponding power in the 
temporary quotient, or not, in which case 0 is added. 
efficient hardware implementation of comparisons, shifts, and 
subtraction will result in faster implementation of integer division. 



But What Is Integer Division? 
The result of adding, subtracting, and multiplying two integers is an integer. 
The result of dividing one integer by another, non zero integer is not 
necessarily an integer. In Python 3.x we got three division related operators:  
/, //, and %.  (See refections by Guido van Rossum, the creator of Python.) 
 
 / ("true division") yields a floating point result: 
>>> 10//2, 10/-3, 10/3, -10/3, -10/-3 
(5, -3.3333333333333335, 3.3333333333333335, -3.3333333333333335, 
3.3333333333333335)  
 
// (“floor division") yields the integer floor result: 
>>> 10//2, 10//-3, 10//3, -10//3, -10//-3 
(5, -4, 3, -4, 3)         # note the effect of floor on a negative number 
 
% computes the remainder (an integer): 
>>> 10%2, 10%-3, 10%3, -10%3, -10%-3 
(0, -2, 1, 2, -1) 
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Positive and Negative Integers in the 
Computer 

On any modern computer hardware, running any operating system, 
natural numbers are represented in binary. 
An interesting issue is how integers (esp. negative integers) are 
represented so that elementary operations like increment, 
decrement, addition, subtraction, and negation are efficient. The 
two common ways are 
1. One's complement, where, e.g. -1 is represented by 11111110, 
and there are two representations for zero: +0 is represented by 
00000000, and -0 is represented by 11111111. 
 
2. Two's complement, where, e.g. -1 is represented by 11111111, 
-2 by 11111110, and there is only one 0, represented by  
00000000 
 
Two's complement is implemented more often. 
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Two's Complement 

A desirable property of two's complement is that we add two 
numbers "as usual", regardless of whether they are positive or 
negative. 
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100000000 
  00000001 
---------------- 
  11111111 

100000000 
  00001110 
---------------- 
  11110010 

M=1 M=14 

For the sake of completeness, we'll explain how negative integers 
are represented in the two's complement representation. To 
begin with, non negative integers have 0 as their leading 
(leftmost) bit, while negative integers have 1 as their leading 
(leftmost) bit. 
Suppose we have a k bits, non negative integer, M. To represent -
M, we compute 2k -M, and drop the leading (leftmost) bit. For the 
sake of simplicity, suppose we deal with an 8 bits number: 



Time Complexity: A Crash Intro 
Key notion: tractable vs. intractable problems. 
• A problem is a general computational question: 

• description of parameters 
• description of solution 

• An algorithm is a step-by-step procedure 
• a recipe 
• a computer program 
• a mathematical object 

• We want the most efficient algorithms 
• fastest (usually) 
• most economical with memory (sometimes) 
• expressed as a function of problem size 
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Problem Size and Time Complexity 

Problem Size: Length of encoding of the input. 
 
Time Complexity:  
How many steps an algorithm executes, as a 
function of problem size. 
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Big O Notation 

• We say that a function f(n) is O(g(n)) if there 
is a constant c such that for large enough n,  
|f(n)| ≤ c ∙ |g(n)| 
•We denote this as f(n) = O(g(n)) 
For example: 
• 5n ∙ log2(n) = O(n log2(n)) 
• 1000 ∙ n ∙ log2(n) = O(n2) 
• 2n/100 ≠ O(n100) 
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Big O Notation - example 
Consider the two functions g(n) = 10 ∙ n ∙ log2 n + 1,  
and f(n) = n2 ∙  (2 + sin(n)/3) + 2.  It is not hard to verify that 
 g(n) = O(f(n))). Yet, for small values of n, g(n) > f(n), as can be 
 seen in the following plot. 
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Big O Notation – example (cont) 
But for large enough n, g(n) < f(n), as can be seen in the next 
plot. 
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But remember that for big O, g(n) may be larger than f(n), as 
long as there is a constant c such that g(n) < c ∙ f(n)  



Big O Notation: A Discussion 

• A simple example of a problem with O(n) time solution 
(or how does such algorithm look like) 

• A constant number of operation for each element 
• Example: The palindrome problem 

• A simple example of a problem with O(n2) time 
solution. 

• Have to look at all pairs of elements 

• A simple example of a problem with O(2n) time 
solution. 

• Need to look at all possible “solutions” 
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  10 20 30 40 50 60 

n 1.0E-09 2.0E-09 3.0E-09 4.0E-09 5.0E-09 6.0E-09 
seconds seconds seconds seconds seconds seconds 

n2 1.0E-08 4.0E-08 9.0E-08 1.6E-07 2.5E-07 3.6E-07 
seconds seconds seconds seconds seconds seconds 

n3 1.0E-07 8.0E-07 2.7E-06 6.4E-06 1.3E-05 2.2E-05 
seconds seconds seconds seconds seconds seconds 

n5 1.0E-05 0.00032 0.00243 0.01024 0.03125 0.07776 
seconds seconds seconds seconds seconds seconds 

2n 1.02E-07 1.05E-04 0.107 1.833 1.303 0.64 
seconds seconds seconds minutes days years 

3n 5.9E-06 0.35 5.72 38.55 22764 1.34E+09 
seconds seconds hours years centuries centuries 

How would execution time for a very fast, modern processor (1010 
ops per second, say) vary for a task with the following time 
complexities and n = input sizes? 
 Polynomial time = tractable.  Exponential time = intractable. 

Modified from Garey and Johnson's classical book 

Tractability - Basic Distinction: 



Time Complexity - What is tractable 
 in Practice? 

• A polynomial-time algorithm is good. 
• An exponential-time algorithm is bad. 
• n100 is polynomial, hence good. 
• 2n/100 is exponential, hence bad. 
 
Yet for input of size n = 4000, the n100 time 
algorithm takes more than 1035 centuries on the 
above mentioned machine, while the 
2n/100 algorithm runs in just under two minutes. 
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Time Complexity - Advice 
•Trust, but check! Don't just mumble "polynomial-time 
algorithms are good", "exponential-time algorithms are 
bad" because the lecturer told you so. 
• Asymptotic run time and the O notation are 
important, and in most cases help clarify and simplify 
the analysis. 
• But when faced with a concrete task on a specific 
problem size, you may be far away from "the 
asymptotic". 
• In addition, constants hidden in the O notation may 
have unexpected impact on actual running time. 
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Time Complexity – Advice (cont.) 

•We will employ both asymptotic analysis and 
direct measurements of the actual running time. 
• For direct measurements, we will use either the 
time package and the time.clock() function. 
• Or the timeit package and the timeit.timeit() 
function. 
• Both have some deficiencies, yet are highly 
useful for our needs. 
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Direct Time Measurement, Using 
time.clock() 

The function elapsed measures the CPU time taken to execute 
the given expression. Returns a result in seconds. Note that 
the code first imports the time module. 
 
import time        # imports the Python time module 
def elapsed (expression, number =1): 
''' computes elapsed time for executing code number times 
(default is 1 time). expression should be a string representing a 
Python expression.''' 
t1= time.clock () 
for i in range (number): 
     eval (expression)         # eval invokes the interpreter 
t2= time . clock () 
return t2 -t1 
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Direct Time Measurement, Using 
time.clock() 

 
Examples: 
>>> elapsed (" sum ( range (10**7)) ") 
0.33300399999999897 
>>> elapsed (" sum ( range (10**8)) ") 
3.362785999999998 
>>> elapsed (" sum ( range (10**9)) ") 
34.029920000000004 
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Trial Division 
Suppose we are given a large number, N, and we wish to find if 
it is a prime or not. 
 
If N is composite, then we can write N = K∙L where 1 < K, L < N. 
This means that at least one of the two factors is  ≤. 
 
This observation leads to the following trial division algorithm 
for factoring N (or declaring it is a prime): 
Go over all D in the range 2 ≤ D ≤       .  For each such D, check 
if it evenly divides N. If there is such divisor, N is a composite. 
If there is none, N is a prime. 
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Trial Division 
is the given number prime? 

def trial_division (N): 
     """ trial division for integer N """ 
     upper = round (N ** 0.5 + 0.5) # ceiling function of sqrt(N)  
     for m in range (2, upper +1): 
          if N % m == 0:          # m divides N 
          print (m, "is the smallest divisor of", N) 
          return None 
# we get here if no divisor was found 
print (N, "is prime ") 
return None 
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Trial Division: A Few Executions 
Let us now run this on a few cases: 
>>> trial_division (2**40+15) 
1099511627791 is prime 
>>> trial_division (2**40+19) 
5 is the smallest divisor of 1099511627795 
>>> trial_division (2**50+55) 
1125899906842679 is prime 
>>> trial_division (2**50+69) 
123661 is the smallest divisor of 1125899906842693 
>>> trial_division (2**55+9) 
5737 is the smallest divisor of 36028797018963977 
>>> trial_division (2**55+11) 
36028797018963979 is prime 
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Seems very good, right? 
Think again! 



Trial Division Performance:  
Unary vs. Binary Thinking 

This algorithm takes up to        divisions in the worst case (more, 
because dividing long integers take more than a single step). 
Should we consider it efficient or inefficient? 
Recall - efficiency (or lack thereof) is measured as a function of the 
input length. Suppose N is n bits long. So  2n-1  ≤ N < 2n. 
What is        in terms of n?  
Since 2n-1  ≤ N < 2n, we have 2(n-1)/2  ≤ N < 2n/2 
So the number of operations of this trial division algorithm is 
exponential in the input size, n. You would not like to run it for N = 
2321 + 17 (a reasonable number in crypto contexts). 
So why did many of you say this algorithm is efficient? Because, 
consciously or subconsciously, you were thinking in unary. 
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Trial Division Performance: 
 Actual Measurements 

Let us now measure actual performance on a few cases. We 
first run the clock module (written by us), where the elapsed 
function is defined. Then we import the trial division function. 
>>> from division import trial_division 
>>> elapsed (" trial_division (2**40+19) ") 
5 is the smallest divisor of 1099511627795 
0.002822999999999909 
>>> elapsed (" trial_division (2**40+15) ") 
1099511627791 is prime 
0.16658700000000004 
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import 
Note that there are two ways to import code in python 
1) Importing the whole module (file): for example 
import time  
In this case functions (and variables) defined in the module are 
accessed using a full qualified name,  like  time.clock 
2) Selective import:  for example 
from division import trial_division 
In this case we use the short names, like trial_division.  
Caution – the name may clash with a local name (or from another 
module).  
If we want to import more than one name (and still use short 
names), we can write a list of names separated with a comma (,) 
or * to import all the names.  
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Trial Division Performance: 
 Actual Measurements (cont.) 

>>> elapsed (" trial_division (2**50+69) ") 
123661 is the smallest divisor of 1125899906842693 
0.022221999999999964 
>>> elapsed (" trial_division (2**50+55) ") 
1125899906842679 is prime 
5.829111 
>>> elapsed (" trial_division (2**55+9) ") 
5737 is the smallest divisor of 36028797018963977 
0.0035039999999995075 
>>> elapsed (" trial_division (2**55+11) ") 
36028797018963979 is prime 
29.706794 36 



Trial Division Performance:  
Food for Thought 

Question:  What are the best case and worst case 
inputs for the trial division function, from the 
execution time (performance) point of view? 
 
Important comment:  in most problems, we may 
assume that the numbers are bounded by some 
(possibly large) constants, so each operation on 
them takes a constant time. (For example, sums 
of money, distance between cities, etc.) 
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Integer Exponentiation: Naive Method 
How do we compute ab, where a,b ≥ 2 are both integers? 
The naive method: Compute successive powers a, a2, a3, …., ab. 
Starting with a, this takes b - 1 multiplications, which is exponential in the 
length of b, which is  

For example, if b is 20 bits long, say b = 220 -17, such procedure takes               
b -1  =  220 -18 =  1048558  multiplications. 

If b is 1000 bits long, say b = 21000 - 17, such procedure takes b  = 21000 -18 
multiplications.  In decimal, 21000 -18 is 
1071508607186267320948425049060001810561404811705533607443750 
3883703510511249361224931983788156958581275946729175531468251 
8714528569231404359845775746985748039345677748242309854210746 
0506237114187795418215304647498358194126739876755916554394607 
7062914571196477686542167660429831652624386837205668069358.  

A 1000 bits long input is not very large. 
Yet such computation is completely infeasible.  38 
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Integer Exponentiation:  
Naive Method, Python Code 

def naive_power (a,b): 
     ''' computes a**b using all successive powers ''' 
     result =1 
     for i in range (0,b):           # b iterations 
          result = result *a 
     return result 
 
Let us now run this on a few cases: 
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Integer Exponentiation:  
Naive Method, running the Python Code 

>>> naive_power (3 ,0) 
1 
>>> naive_power (3 ,2) 
9 
>>> naive_power (3 ,10) 
59049 
>>> naive_power (3 ,100) 
515377520732011331036461129765621272702107522001 
>>> naive_power (3 , -10) 
1 
 
Take a look at the code and see if you understand it, and 
specifically why raising 3 to -10 returned 1. 
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efficient Integer Exponentiation: 
Iterated Squaring 

Let                           . The so called iterated squaring 
algorithm computes          using just  
multiplications.  Instead of computing all successive 
powers of a, namely                                      

we compute just successive powers of two powers of 
a, namely 
To accomplish this, observe that  
 So we starting with a1 = a, and iterate squaring of the 
last outcome             times. Observe that squaring is 
just one multiplication. 
But what shall we do when b is not a power of 2? 
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Integer Exponentiation:  
Iterated Squaring, Python Code 

def power1(a,b): 
    """ computes a**b using iterated squaring """ 
    result=1 
    while b>0: 
            if b % 2 == 1:       #  b is odd 
                result = result*a 
                b = b-1 
            else:                     #  b is even 
                a=a*a 
                b = b//2 
    return result 
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Integer Exponentiation:  
Iterated Squaring, running the Python Code 

Let us now run this on a few cases: 
>>> power1(3,4) 
81 
>>> power1(5,5) 
3125 
>>> power1(2,10) 
1024 
>>> power1(2,30) 
1073741824 
>>> power1(2,100) 
1267650600228229401496703205376 
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Integer Exponentiation: Iterated Squaring, 
correctness of the Python Code 

We can prove  the correctness of the function works, by 
showing a loop invariant. Denote the arguments to the function 
by A, B (to distinguish from the changing values a, b).  
We claim that each time we are about to check the loop 
condition, the following condition holds: 
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ABabresult =⋅

aabbaresultresult =−=⋅= ',1','
ABabresultabaresulta bresult =⋅=−⋅⋅=⋅ 1' ''so 

The first time we enter, result=1, a=A and b=B, so the condition 
is true. 
Now execute the loop body once. The values of the variables 
change ( ‘ denote the value after).  If b is odd, then 



Integer Exponentiation: Iterated Squaring, 
 correctness of the Python Code (cont.) 

If b is even, then 
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resultaresultabresultAB =⋅=⋅= 0

aabbresultresult 2',2/',' ===

ABabresulta bresulta bresult =⋅=⋅=⋅ )2/(2' ''so 

So the condition remains true after executing the loop 
body. Then, when the loop terminates,  b=0, so 

So we showed that the functions returns the desired value 
We can also see that the loop terminates, because b is 
reduced in each execution of the loop body  

AB



Iterated Squaring – comments 
The algorithm was based on the observation that we can 
compute  
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We can observe that to compute ab we have to multiply the 
elements of this sequence that correspond to the binary 
representation of b. 

There is another version of the function that returns the 
number of multiplications and prints intermediate results 
(see the python file) 

Next we will show how to improve the function  

 



Integer Exponentiation:  
Iterated Squaring, improved Python Code 

Note that when b is odd, the next time it will be even. So we 
don’t have to test again if b is odd or even. This makes the 
code more compact (and saves some of the tests, but the 
number of multiplications is unchanged). 
 
We also don’t have to decrement b, because b //2 will give 
the correct result also for the odd b. ( eg. 7//2 == 3) 
 
Another change is to use the fact that python allows us to put 
a numeric expression where a boolean expression is expected 
(for example as while loop expression). Any numeric result not 
equal to 0 is treated as True. Is it good style? certainly 
common among python (and other languages)  programmers. 
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Integer Exponentiation:  
Iterated Squaring, improved Python Code 
def power(a,b): 
    """ computes a**b using iterated squaring """ 
    result=1 
    while b:                 # b is nonzero 
        if b % 2 == 1:    #  b is odd 
            result = result*a 
        a=a*a 
        b = b//2 
    return result 
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Asymptotic Analysis: Naive Squaring 
vs. Iterated Squaring 

Given two positive integers a, b, where the size of b is l, 
namely 0  ≤ b < 2l  (numbers in binary representation, sizes 
measured in bits). 
Asymptotic Analysis: 
• Naive algorithm takes up to 2l  - 1 multiplications. 
• Iterated squaring takes up to 2(l - 1) multiplications. 
 
We just count “multiplications" here, and ignore the size of 
numbers being multiplied, and how many basic operations this 
requires. This simplifies the analysis and right now does not 
deviate too much from “the truth". We'll get back to this issue 
shortly. 

49 



Reality Show: Naive Squaring vs. Iterated 
Squaring 

Actual Running Time Analysis: 
We'll measure the time needed (in seconds) for computing 3 raised to the 
powers  2 ∙ 105 , 106 , 2 ∙ 106  using the two algorithms. 
>>> from power import * 
>>> elapsed (" naive_power (3 ,200000) ") 
2.244201 
>>> elapsed (" power (3 ,200000) ") 
0.03179299999999996 
>>> elapsed (" naive_power (3 ,1000000) ") 
57.696312999999996 
>>> elapsed (" power (3 ,1000000) ") 
0.3366879999999952 
>>> elapsed (" naive_power (3 ,2000000) ") 
205.56775500000003 
>>> elapsed (" power (3 ,2000000) ") 
1.0069569999999999 
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Iterated squaring wins  
(big time)! 



Wait a Minute 
Using iterated squaring, we can compute ab for any a and, say, 
b = 2100 - 17 (= 1267650600228229401496703205359). This will take 
less than 200 multiplications, a piece of cake even for an old, 
faltering machine. 
A piece of cake? Really? 200 multiplications of what size numbers? 
For any integer a other then 0 or 1, the result of the exponentiation 
above is over 299 bits long. No machine could generate, manipulate, 
or store such huge numbers. 
Can anything be done? Not really! 
Unless you are ready to consider a closely related problem: 
Modular exponentiation: Compute ab mod c, where a, b, c ≥ 2 are all 
integers. This is the remainder of ab when divided by c. In Python, 
this can be expressed as (a**b) % c. 
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Modular Exponentiation 
We should still be a bit careful. Computing ab first, and 
then taking the remainder mod c, is not going to help 
at all. 
Instead, we compute all the successive squares mod c, 
namely a1 mod c, a2 mod c, a4 mod c (and any other 
power that is needed). 
In fact, following every multiplication, we compute the 
remainder. We rely on the fact that for all a, b, p : 
((a mod p) ∙ (b mod p)) mod p = (a ∙ b) mod p. 
This way, intermediate results never exceed c2, 
eliminating the problem of huge numbers. 
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Modular Exponentiation in Python 
We can easily modify our function, power, to handle modular 
exponentiation. 
 
def modpower(a,b,c): 
     """ computes a**b modulo c, using iterated squaring """ 
     result=1 
     while b:                     # while b is nonzero 
           if b % 2 == 1:      # b is odd 
                  result = (result * a) % c 
           a=a*a % c 
           b = b//2 
     return result 
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Modular Exponentiation in Python 
A few test cases: 
>>> modpower(2,10,100) # sanity check: 210 = 1024 
24 
>>> modpower(17,2*100+3**50,5**100+2) 
53517936751943423714252619961345101781013138177
51032076908592339125933 
>>> 5**100+2 # the modulus, in case you are curious 
788860905221011805411728565282786229673206435109
0230047702789306640627 
>>> modpower(17,2**1000+3**500,5**100+2) 
111988745112515980211913884214590356797395628235
6934957211106448264630 
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Built In Modular Exponentiation: pow(a,b,c) 
Guido van Rossum has not waited for our code, and Python has a 
built in function, pow(a,b,c), for efficiently computing ab mod c. 
>>> modpower (17 ,2**1000+3**500 ,5**100+2)\ # line continuation 
-pow (17 ,2**1000+3**500 ,5**100+2) 
0 
# Comforting : modpower code and Python pow agree . Phew ... 
>>> elapsed (" modpower (17 ,2**1000+3**500 ,5**100+2) ") 
0.00263599999999542 
>>> elapsed (" modpower (17 ,2**1000+3**500 ,5**100+2) ",number 
=1000) 
2.280894000000046 
>>> elapsed (" pow (17 ,2**1000+3**500 ,5**100+2) ",number 
=1000) 
0.7453199999999924 
So our code is just three times slower than pow. 
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Does Modular Exponentiation Have 
Any Uses? 

Applications using modular exponentiation directly (partial list): 
 
• Randomized primality testing. 
• Diffie Hellman Key Exchange 
• Rivest-Shamir-Adelman (RSA) public key cryptosystem (PKC) 
 
We will discuss the first two topics next time, and leave RSA PKC 
to an (elective) crypto course. 

56 


	Extended Introduction to Computer Science�CS1001.py
	Lecture 4: Highlights
	Lecture 5: Plan
	Unary vs. Binary �Representation of Numbers
	Unary, Binary and Other Representations
	Representation of Natural numbers in an arbitrary base
	Representation of Numbers and efficiency of Computations
	different Bases Representations in Python
	Hexadecimal Representations in Python
	Converting to Decimal in Python
	Natural Numbers and Computer Words
	Natural Numbers and Integers in Python
	Natural Numbers and Integers in Python, cont.
	Integer Division
	But What Is Integer Division?
	Positive and Negative Integers in the Computer
	Two's Complement
	Time Complexity: A Crash Intro
	Problem Size and Time Complexity
	Big O Notation
	Big O Notation - example
	Big O Notation – example (cont)
	Big O Notation: A Discussion
	Modified from Garey and Johnson's classical book
	Time Complexity - What is tractable� in Practice?
	Time Complexity - Advice
	Time Complexity – Advice (cont.)
	Direct Time Measurement, Using time.clock()
	Direct Time Measurement, Using time.clock()
	Trial Division
	Trial Division�is the given number prime?
	Trial Division: A Few Executions
	Trial Division Performance: �Unary vs. Binary Thinking
	Trial Division Performance:� Actual Measurements
	import
	Trial Division Performance:� Actual Measurements (cont.)
	Trial Division Performance: �Food for Thought
	Integer Exponentiation: Naive Method
	Integer Exponentiation: �Naive Method, Python Code
	Integer Exponentiation: �Naive Method, running the Python Code
	efficient Integer Exponentiation: Iterated Squaring
	Integer Exponentiation: �Iterated Squaring, Python Code
	Integer Exponentiation: �Iterated Squaring, running the Python Code
	Integer Exponentiation: Iterated Squaring,�correctness of the Python Code
	Integer Exponentiation: Iterated Squaring,� correctness of the Python Code (cont.)
	Iterated Squaring – comments
	Integer Exponentiation: �Iterated Squaring, improved Python Code
	Integer Exponentiation: �Iterated Squaring, improved Python Code
	Asymptotic Analysis: Naive Squaring vs. Iterated Squaring
	Reality Show: Naive Squaring vs. Iterated Squaring
	Wait a Minute
	Modular Exponentiation
	Modular Exponentiation in Python
	Modular Exponentiation in Python
	Built In Modular Exponentiation: pow(a,b,c)
	Does Modular Exponentiation Have Any Uses?

