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Lecture 12, Plan

I The Newton–Raphson iterative root finding method.
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Finding Roots of Real Valued Function, Take 1

You are given a black box to compute the real valued function f(x).
You are asked to find a root of f(x) (namely a value a such that
f(a) == 0 or at least |f(a)| < ε for a small enough ε).

What can you do?
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Finding Roots of Real Valued Function, Take 2

You are given a black box to compute the real valued function f(x).
On top of this, you are told that f(x) is continuous, and you are
given two values, L and U , such that f(L) < 0 < f(U).

You are asked to find a root of f(x) (namely a value a such that
f(a) == 0 or at least |f(a)| < ε for a small enough ε).

What can you do?
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The Intermediate Value Theorem
Suppose that f(x) is a continuous real valued function, and
f(L) < 0 < f(U) (where L < U , and both are reals). The
intermediate value theorem (first year calculus) claims the existence
of an intermediate value, C, L < C < U , such that f(C) = 0. There
could be more than one such root, but the theorem guarantees that
at least one exists.

For example, in this figure, f(−4) < 0 < f(8), so there is a C,
−4 < C < 8, such that f(C) = 0 (in fact there are three such C .
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Root Finding Using Binary Search

Suppose that f(x) is a continuous real valued function, and
f(L) < 0 < f(U) (where L < U). Compute M = f((L+ U)/2).

I If M = 0, then M is a root of f(x).

I If M < 0, then by the intermediate value theorem, there is a
root of f(x) in the open interval ((L+ U)/2, U).

I If M > 0, then by the intermediate value theorem, there is a
root of f(x) in the open interval (L, (L+ U)/2).

Looks familiar?

By performing binary search on the interval, we converge to a root of
f(x) (will stop when |M | < ε).

6 / 58



Root Finding Using Binary Search

Suppose that f(x) is a continuous real valued function, and
f(L) < 0 < f(U) (where L < U). Compute M = f((L+ U)/2).

I If M = 0, then M is a root of f(x).

I If M < 0, then by the intermediate value theorem, there is a
root of f(x) in the open interval ((L+ U)/2, U).

I If M > 0, then by the intermediate value theorem, there is a
root of f(x) in the open interval (L, (L+ U)/2).

Looks familiar?

By performing binary search on the interval, we converge to a root of
f(x) (will stop when |M | < ε).

7 / 58



Root Finding Using Binary Search: Potential Problems
The intermediate value theorem deals with real numbers. Our
computers approximate them using floating point numbers. Unlike
reals, floating point numbers have limited precision.

If the function under consideration is rather tame, there should be no
problem.

But wild functions can cause overflow (values too large to be
represented by floats) or underflow (non zero numbers represented as
zero), and search can thus miss roots even if the roots by themselves
are not problematic (i.e. can be represented well with floats).

We will see such example (in a recitation and/or a future homework).
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Finding Roots of Real Valued Function, Take 3

You are given a black box to compute the real valued function f(x).
On top of this, you are told that f(x) is differentiable (is smooth
enough to have a derivative).

You are asked to find a root of f(x) (namely a value a such that
f(a) == 0 or at least |f(a)| < ε for a small enough ε).

What can you do?
(here, we’ll start discussing the Newton-Raphson iteration.)
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An Example: Computing Square Roots

I Suppose we want to find a square root of 1732.

I 412 = 1681 and 422 = 1764.

I Since 1681 < 1732 < 1764, we can safely claim that 1732 is not
a square of any integer.

I What next? We’ll start with some initial guess, denoted x0, and
design a sequence x1, x2, . . . that will converge to

√
1732.

I Define xn+1 = xn − x2
n−1732
2xn

.

I Remark: Right now, this expression sort of comes out of the
blue.

10 / 58



An Example: Computing Square Roots

I Suppose we want to find a square root of 1732.

I 412 = 1681 and 422 = 1764.

I Since 1681 < 1732 < 1764, we can safely claim that 1732 is not
a square of any integer.

I What next? We’ll start with some initial guess, denoted x0, and
design a sequence x1, x2, . . . that will converge to

√
1732.

I Define xn+1 = xn − x2
n−1732
2xn

.

I Remark: Right now, this expression sort of comes out of the
blue.

11 / 58



Computing Square Root of 1732: Code

def iter1732(x): # compute next sequence element and its square

return x-(x**2 -1732)/(2*x),(x-(x**2 -1732)/(2*x))**2

Let us pretend we got no idea where
√
1732 is, start with x0 = 10,

and iterate the function to get x1, x2, . . ., as well as their squares.

>>> iter1732 (10)

(91.6, 8390.56) # x1, x1**2

>>> iter1732(_[0]) # apply iter1732 to first element

(55.254148471615714 , 3053.020923323353) # x2, x2**2

>>> iter1732(_[0])

(43.30010556385136 , 1874.8991418406715) # x3, x3**2

>>> iter1732(_[0])

(41.65000402275986 , 1734.7228350959124) # x4, x4**2

>>> iter1732(_[0])

(41.61731692992759 , 1732.0010684460376) # x5, x5**2

>>> iter1732(_[0])

(41.6173040933716 , 1732.0000000001646) # x6, x6**2

>>> iter1732(_[0])

(41.617304093369626 , 1732.0000000000002) # x7 , x7**2

>>> iter1732(_[0])

(41.617304093369626 , 1732.0000000000002) # convergence , x7==x8
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Another Example: Computing Square Roots

I Suppose we want to find a square root of 9387.

I 962 = 9216 and 972 = 9409.

I Since 9216 < 9387 < 9409, we can safely claim that 9387 is not
a square of any integer.

I What next? We’ll start with some initial guess, denoted x0, and
design a sequence x1, x2, . . . that will converge to

√
9387.

I Define xn+1 = xn − x2
n−9387
2xn

.

I This expression still comes out of the blue.

I But please note that if for some obscure reason this sequence
converges to a non-zero limit, and we denote this limit by x∞,
we’ll have x2∞ − 9387 = 0. In other words, x∞ will be a square
root of 9387.
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Computing Square Root of 9387: Code
def iter9837(x): # compute next sequence element and its square

return x-(x**2 -9387)/(2*x),(x-(x**2 -9387)/(2*x))**2

Let us pretend we got no idea where
√
9387 is, start with x0 = 13.7

this time, and ]te the function to get x1, x2, . . ., and their squares.
>>> iter9837 (13.7)

(349.4412408759124 , 122109.18082489743) # x1, x1**2

>>> iter9837(_[0]) # apply iter9837 to first element

(188.15206312696233 , 35401.19885893242) # x2, x2**2

>>> iter9837(_[0])

(119.02128022032366 , 14166.065145284809) # x3, x3**2

>>> iter9837(_[0])

(98.94476475839053 , 9790.066473093242) #x4 , x4**2

>>> iter9837(_[0])

(96.90793909066838 , 9391.148658800692) # x5 , x5**2

>>> iter9837(_[0])

(96.88653393625265 , 9387.000458180635) # x6 , x6**2

>>> iter9837(_[0])

(96.88653157173088 , 9387.000000000005) # x7, x7**2

>>> iter9837(_[0])

(96.88653157173086 , 9387.0) # x8 , x8**2

>>> iter9837(_[0])

(96.88653157173086 , 9387.0) # convergence , x8==x9
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Let Us Generalize

We had two cases where we were given a number, M , and wanted to
compute its square root,

√
M .

In both cases, we started with some initial guess, denoted x0 (10 in
the first case, 13.7 in the second) and defined a sequence x1, x2, . . .

by xn+1 = xn − x2
n−M
2xn

.

To see what is going on, we take yet another step back and get a
broader picture.
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The Newton–Raphson Method

We try to find a solution of x2 = M .

Define f(x) = x2 −M . This is a real valued function of one variable,
and it is differentiable everywhere.

What we seek is a root of the equation f(x) = 0.

Denote, as usual, the derivative of f at point x by f ′(x).

The Newton–Raphson method, or iteration, starts with some initial
guess, denoted x0, and iteratively computes

xn+1 = xn −
f(xn)

f ′(xn)

until some halting condition is met.
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The Newton–Raphson Method, cont.

The Newton–Raphson method, or iteration, starts with some initial
guess, denoted x0, and iteratatively computes

xn+1 = xn −
f(xn)

f ′(xn)

until some halting condition is met.

It is easy to see that if the sequence converges to some limit, x∞,
then f(x∞) = 0. But it is far from obvious why convergence should
hold.
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A Geometric Interpretation of Newton–Raphson Method

The Newton–Raphson method has a geometric interpretation:
Let xn be the current approximation of the root of f(x) = 0
(including the initial guess, x0). The next approximation, xn+1, is
the intersection point of the x-axis with the tangent to f at the point
xn (why?).
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The Newton–Raphson Method Is Not Fooled Easily
Consider the function 4x3 − 8x+ 20.
In the interval [−2.2, 2.2] it looks as following:

The derivative of f is f ′(x) = 12x2 − 8. f has a local maximum at
x =

√
2/3 = 0.816 and a local minimum at x = −

√
2/3 = −0.816.

If we pick x0 to the right of the local maximum, say x0 = 2, will
Newton–Raphson still converge to the root?
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Exploring The Newton–Raphson Method (1)
If we pick x0 to the right of the local maximum, say x0 = 2, will
Newton–Raphson still converge to the root?

We’ll just follow the iteration, step by step.

This illustration show the tangent at x0 (red) and its intersection
point with the x-axis, which we denote by x1.
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Exploring The Newton–Raphson Method (2)
If we pick x0 to the right of the local maximum, say x0 = 2, will
Newton–Raphson still converge to the root?

We’ll just follow the iteration, step by step.

This illustration show the tangent at x1 (green) and its intersection
point with the x-axis, which we denote by x2. In addition, it shows
(again) the tangent at x0. 22 / 58



Exploring The Newton–Raphson Method (3)

If we pick x0 to the right of the local maximum, say x0 = 2, will
Newton–Raphson still converge to the root?

We’ll just follow the iteration, step by step.

This illustration show the tangent at x2 (purple) and its intersection
point with the x-axis, which we denote by x3. In addition, it shows a
portion of the tangent at x1. Note that we zoomed in to the left and
changed the scales (making the function look flatter).
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Exploring The Newton–Raphson Method (4)
If we pick x0 to the right of the local maximum, say x0 = 2, will
Newton–Raphson still converge to the root?

We’ll just follow the iteration, step by step.

This illustration show the tangent at x3 (magenta) and its
intersection point with the x-axis, which we denote by x4. In
addition, it shows a portion of the tangent at x2.
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Exploring The Newton–Raphson Method (5)
If we pick x0 to the right of the local maximum, say x0 = 2, will
Newton–Raphson still converge to the root?

We’ll just follow the iteration, step by step.

This illustration show the tangent at x4 (brown) and its intersection
point with the x-axis, which we denote by x5. In addition, it shows a
portion of the tangent at x3.

25 / 58



Exploring The Newton–Raphson Method (6)
Finally, this illustration show the tangent at x5 (red) and its
intersection point with the x-axis, which we denote by x6. In
addition, it shows a portion of the tangent at x4.

Indeed, x6 approximates a root of f(x) = 4x3 − 8x+ 20 quite well.
Specifically, x5 = −2.1004281 and f(x5) = −0.2632360, while
x6 = −2.0945708 and f(x6) = −0.0008639.
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The Newton–Raphson Method (Again)

The Newton–Raphson method, or iteration, starts with some initial
guess, denoted x0, and iteratatively computes

xn+1 = xn −
f(xn)

f ′(xn)

until some halting condition is met.

It is easy to see that if the sequence converges to some limit, x∞,
then f(x∞) = 0. But it is far from obvious why convergence should
hold.
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Properties of the Newton–Raphson Method

It can be rigorously shown that if f ′(x0) 6= 0 and the root is of
multiplicity one‡, then convergence in the neighborhood of a root
holds, and furthermore has a quadratic rate. Roughly speaking, the
number of correct digits doubles at each iteration.

The claim guarantees that under reasonable initial conditions, this
sequence of tangents’ intersection points converges to a root (and
even that it converges fast).

The proof uses the Taylor series expansion of f(x), close to a root.
For obvious reasons (e.g. lack of familiarity with Taylor’s theorem),
the proof will not be given or even attempted.

Incidentally, the version we use is not due to Newton, but to the
much less known Raphson. (Joseph Raphson, approx. 1648–1715).

‡f(x) = x · (x− 3)2 has two roots, 0 and 3. 0 has multiplicity one, while 3
has multiplicity two.
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Newton–Raphson Method: Two Concrete Examples
It can be rigorously shown that if f ′(x0) 6= 0 and the root is of
multiplicity one, then convergence in the neighborhood of a root
holds, and furthermore has a quadratic rate. Roughly speaking, the
number of correct digits doubles at each iteration.

The claim guarantees hat under reasonable initial conditions, this
sequence of tangents’ intersection points converges to a root (and
even converges fast).

We will now examine two specific functions:

• f(x) = x2 − 9387. We have already looked at this example. It
has two real roots, x = ±

√
9387 ≈ ±96.886, both of multiplicity

one.
We will see that in this case, indeed Newton-Raphson quickly
converges to a root.

• f(x) = x2. It has one real root, x = 0, of multiplicity two.
We will see that in this case, Newton-Raphson slowly converges
to the root.
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Computing Square Root of 9387: Code
def iter9837(x): # compute next sequence element and its square

return x-(x**2 -9387)/(2*x),(x-(x**2 -9387)/(2*x))**2

We stick to our starting point x0 = 13.7, and execute the function
iteratively to get x1, x2, . . ., and their squares.
>>> iter9837 (13.7)

(349.4412408759124 , 122109.18082489743) # x1, x1**2

>>> iter9837(_[0]) # apply iter9837 to first element

(188.15206312696233 , 35401.19885893242) # x2, x2**2

>>> iter9837(_[0])

(119.02128022032366 , 14166.065145284809) # x3, x3**2

>>> iter9837(_[0])

(98.94476475839053 , 9790.066473093242) #x4 , x4**2

>>> iter9837(_[0])

(96.90793909066838 , 9391.148658800692) # x5 , x5**2

>>> iter9837(_[0])

(96.88653393625265 , 9387.000458180635) # x6 , x6**2

>>> iter9837(_[0])

(96.88653157173088 , 9387.000000000005) # x7, x7**2

>>> iter9837(_[0])

(96.88653157173086 , 9387.0) # x8 , x8**2

>>> iter9837(_[0])

(96.88653157173086 , 9387.0) # convergence , x8==x9

31 / 58



Computing Square Root of 0: Slower Convergence Rate?
def iter0(x): # compute next sequence element and its square

return x-(x**2 -0)/(2*x),(x-(x**2 -0)/(2*x))**2

>>> iter0 (89.485) # a hugly starting point (ugly , if you insist)

(44.7425 , 2001.89130625)

>>> iter0(_[0])

(22.37125 , 500.4728265625)

>>> iter0(_[0])

(11.185625 , 125.118206640625)

>>> iter0(_[0])

(5.5928125 , 31.27955166015625)

>>> iter0(_[0])

(2.79640625 , 7.819887915039063)

>>> iter0(_[0])

(1.398203125 , 1.9549719787597657)

>>> iter0(_[0])

(0.6991015625 , 0.4887429946899414)

>>> iter0(_[0])

(0.34955078125 , 0.12218574867248536)

>>> iter0(_[0])

(0.174775390625 , 0.03054643716812134) # x9 , x9**2

>>> iter0(_[0])

(0.0873876953125 , 0.007636609292030335) # slower convergence.

In fact, notice that the function iter0(x) just halves its argument.
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Cases Where the Newton–Raphson Method Fails
There are cases where the method fails to find a root, despite the
fact that a real root does exist. A specific example is

I f(x) = lnx− 1. This example is somewhat pathological since it
is defined (over the reals) only for x > 0. Its root is
x = e = 2.718281 . . .. If the starting point, x0, satisfies
0 < x0 < e2, the iteration will converge to the root. However, if
x0 > e2, the intersection of the tangent with the x-axis is
negative, we get into complex values, and never converge to a
solution.
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Cases Where the Newton–Raphson Method Fails (2)
There are cases where the method fails to find a root, despite the
fact that a real root does exist. A specific example is

• f(x) = 3
√
x.

In this case, the xi will alternate between positive and negative
values, without converging. This example, too, is somewhat
pathological, since the derivative at the root, x = 0, is +∞.
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Cases Where the Newton–Raphson Method Fails (3)

There are additional types of cases where the method fails to find a
root, despite the fact that a real root does exist.

• If we run in the course of the iteration into an xi where the
derivative is zero, f ′(xi) = 0.

• There are even polynomials with bad starting points. Usually
one has to work hard to find them, and we won’t even try.
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Newton–Raphson: Python Code
from random import *

def NR(func ,deriv ,epsilon =10**( -8) ,n=100,x0=None):

""" Given a real valued func and its real value derivative ,

deriv ,NR attempts to find a zero of func , using the

Newton -Raphson method.

NR starts with a an initial x0 (default value is None

which is replaced upon execusion by a random number distributed

uniformly in ( -100. ,100.)) , and performs n=100 iterations.

If the absolute value function on some x_i is smaller

than epsilon , None is the returned value """

if x0 is None:

x0 = uniform ( -100. ,100.)

x=x0; y=func(x)

for i in range(n):

if abs(y)<epsilon:

return x

elif abs(deriv(x))<epsilon:

print ("zero derivative , x0=",x0," i=",i, " xi=", x)

return None

else:

x=x- func(x)/ deriv(x)

y=func(x)

print("no convergence , x0=",x0 ," i=",i, " xi=", x)

return None
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Newton–Raphson in Python: Some Comments

The function NR is a “high order function” in the sense that two of
its arguments, func and deriv, are themselves functions (from reals
to reals).

The function NR “assumes” that deriv is indeed the derivative of
func. If you feed it with functions that do not satisfy this relations,
there is no reason why NR will return a root of func.

If an argument x for which the derivative is close to 0 is encountered,
NR prints a warning and returns None.
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Newton–Raphson in Python: Some More Comments

The default argument n=100 determines the number of iterations,
epsilon=10**(-8) the accuracy, and x0=None the starting point.

Having x0=None as the starting point leads to executing the code
x0=uniform(-100.,100.) (a random floating point number,
uniformly distributed in the interval [-100,+100]). Therefore, different
computations may well converge to different roots (if such exist).

We could set the default directly as x0=uniform(-100.,100.).
This does not work in Python, and we ask you to think why this fails.
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Newton–Raphson in Python: Execution Examples

First, we run our function NR using the function f(x) = x2 + 2x− 7,
whose derivative is f(x) = 2x+ 2. Observe that f(x) has two real
roots, and its derivative has a root at x = −1. We actually supply
the two functions to NR as anonymous functions, using lambda

expressions.

>>> NR(lambda x: x**2+2*x-7,lambda x:2*x+2)

-3.828427124747116

>>> NR(lambda x: x**2+2*x-7,lambda x:2*x+2)

1.82842712474619

>>> NR(lambda x: x**2+2*x-7,lambda x:2*x+2)

1.82842712474619

>>> NR(lambda x: x**2+2*x-7,lambda x: 2*x+2,x0=-1)

zero derivative , x0= -1 i= 0 xi= -1

>>> (lambda x: 2*x+2)( -1)

0

>>> NR(lambda x: x**2+2*x-7,lambda x: 2*x+2,x0=-2)

-3.8284271250498643
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Newton–Raphson in Python: More Execution Examples

We now run our function NR using the function f(x) = x2 + 2x+7,
whose derivative is f(x) = 2x+ 2 as well. Observe that f(x) has no
real roots. Again, we supply the two functions to NR as anonymous
functions, using lambda expressions.

>>> NR(lambda x: x**2+2*x+7,lambda x: 2*x+2)

no convergence , x0= 0 i= 99 xi= -0.29801393414

>>> NR(lambda x: x**2+2*x+7,lambda x: 2*x+2,n=1000)

no convergence , x0= 0 i= 999 xi= 10.9234003098

>>> NR(lambda x: x**2+2*x+7,lambda x:2*x+2,n=100000)

no convergence , x0= 29.3289256937 i= 99999 xi= 3.61509706324

# not much point in going on

>>> NR(lambda x: x**2+2*x+7,lambda x: 2*x+2,x0=-1)

# zero derivative at the starting point

zero derivative , x0= -1 i= 0 xi= -1
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A Distorted Newton–Raphson Method

Suppose we cruelly modify the Newton–Raphson method, as
following: Let h(x) be any real valued function.

Start with some initial guess, denoted x0, and iteratatively computes

xn+1 = xn −
f(xn)

h(xn)

until some halting condition is met.

It is still true easy that if the sequence converges to some limit, x∞,
then f(x∞) = 0. But it is even further from obvious if convergence
holds.
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A Distorted Newton–Raphson Method: Examples

>>> def f(x):

return x**7+30*x**4+5*x-100

>>> def g(x): # the proper derivative of f

return 7*x**6+120*x**3+5

>>> def h(x): # a cousin of the derivative of f

return 7*x**6+10*x**3+55

>>> def k(x): # a remote relative of the derivative of f

return x**6+x**2+7

>>> NR(f,g)

convergence in 25 iterations

-3.0612226903936515

>>> NR(f,h)

convergence in 62 iterations

-3.0612226903964697

>>> NR(f,k)

convergence in 38 iterations

-3.061222690396874

>>> NR(f,k)

no convergence , x0= 88.7744755425 i= 99 xi= 0.657822697098
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Distorted Newton–Raphson Method: More Examples

>>> def f(x):

return x**7+30*x**4+5*x-100

>>> def g(x): # the proper derivative of f

return 7*x**6+120*x**3+5

>>> def l(x): # not even a relative of g

return 5*x**4+x**2+77

>>> NR(f,l)

no convergence , x0= 0.561285440908 i= 99 xi= 1.8448561496

>>> NR(f,l)

Traceback (most recent call last):

File "<pyshell #98>", line 1, in <module >

NR(f,l)

File "/Users/benny/Documents/InttroCS2011/Code/Intro12/lecture12_code.py", line 42, in NR

y=func(x)

File "<pyshell #14>", line 2, in f

return x**7+30*x**4+5*x-100

OverflowError: (34, ’Result too large’)

So apparently, to have convergence, the “fake derivative” should be
reasonably close to the true one. Enough is enough!
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Generalization of the Newton–Raphson Method

Newton–Raphson uses the first order derivative of a differentiable
function, f(x).

If f(x) has derivatives of higher order (e.g. 2nd order, 3rd order,
etc.), there are improved root finding methods that employ them,
and typically achieve higher convergence rates.

These methods are generally known as the class of Householder’s
methods. We will not discuss them here.
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Rational Arithmetic in Python

Python comes in with unbounded precision integers (type int). We
have (secretly) defined an unbounded precision Rational Class (and
so do you, in assignment 3).

A rational number is nothing but a numerator and a denominator,
both integers. The denominator cannot be zero.

Such class should support at the very least the four basic unbounded
precision arithmetic operations (addition, subtraction, multiplication,
and division), as well as the relations equal (==), and greater than
(>).

46 / 58



Rational Class in Python – Some Examples
>>> a=Rational (43 ,58)

>>> a

43/58

>>> b=Rational (65 ,90)

>>> b

13/18

>>> a+b

382/261

>>> a/b

387/377

>>> a==b

False

>>> float(a*b)

0.5354406130268199

>>> c=Rational (0,6)

>>> c

0/1

>>> c/a

0/1

>>> b/c

Traceback (most recent call last):

### output truncated for lack of space

assert type(n)==int and type(d)== int and d!=0

AssertionError
47 / 58



Rational vs. Float Point Arithmetic: NR as a Benchmark

We will modify our NR procedure, so that it concurrently runs two
executions of Newton-Raphson, starting from the same initial point,
x0.

One execution will use floating point numbers. The other will employ
rational arithmetic, using the Rational class and methods.

We will examine whether the unbounded precision makes a
substantial difference.

Both executions will start from the initial point 0. The “rational
thread” will use r0=Rational(0,1). The “floating point thread”
will use r0=float(r0).

48 / 58



Rational vs. Float Point Arithmetic: NR as a Benchmark
(2)

We will use the function f(x) = x5 − 2x4 − 3x3 + 3x2 − 2x− 1,
whose derivative is g(x) = 5x4 − 8x3 − 9x2 + 6x− 2. Its plot is
shown below.

This is a fairly tame, degree 5 univariate polynomial. The plot shows
three real roots.

The example is taken from Trefethen and Bau’s book, “Numerical
Linear Algebra”, Exercise 13.4. on page 101.
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Rational Arithmetic for NR: Code

def R_NR(func ,deriv ,epsilon =10**( -8) ,n=8,r0=Rational (0 ,1)):

""" Similar to NR, only it runs a sequence of length n

of rational numbers , r_i.

R_NR returns the resulting sequences r_i """

ration =["*"]*n

ration [0]=r0

for i in range(n-1):

if abs(deriv(ration[i]))< epsilon:

break

else:

ration[i+1]= ration[i]- func(ration[i])/ deriv(ration[i])

yr=func(ration[i+1])

return ration
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Floating Point Arithmetic for NR: Code

def F_NR(func ,deriv ,epsilon =10**( -8) ,n=8,f0=0.):

""" Similar to NR, only it runs a sequence of length n

of floating point numbers , f_i.

F_NR returns the resulting sequences f_i """

floats =["*"]*n

floats [0]= float(f0)

for i in range(n-1):

if abs(deriv(floats[i]))< epsilon:

break

else:

floats[i+1]= floats[i]- func(floats[i])/ deriv(floats[i])

yr=func(floats[i+1])

return floats
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Convergence of x-Values: Rational vs. Floating Point

>>> for i in range (8):

print ("i=",i,float(ration[i]),floats[i])

print()

i= 0 0.0 0.0

i= 1 -0.5 -0.5

i= 2 -0.336842105263 -0.336842105263

i= 3 -0.315728448396 -0.315728448396

i= 4 -0.315301162703 -0.315301162703

i= 5 -0.315300986459 -0.315300986459

i= 6 -0.315300986459 -0.315300986459

i= 7 -0.315300986459 -0.315300986459
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Convergence of Function Values
>>> def f(x):

return x**5-2*x**4 -3*x**3+3*x**2 -2*x-1

>>> for i in range (8):

print ("i=",i,float(f(ration[i])),f(floats[i]))

print()

i= 0 -1.0 -1.0

i= 1 0.96875 0.96875

i= 2 0.0986450190239 0.0986450190239

i= 3 0.00191853843117 0.00191853843117

i= 4 7.90693465994e-07 7.90693466257e-07

i= 5 1.34537754922e-13 1.34559030585e-13

i= 6 3.89508143967e-27 0.0

i= 7 3.26483528197e-54 0.0
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Displaying the Rational Numbers

When comparing the values in the rationals vs. floating point
sequences, we only displayed the float() of a rational. Is this a bug
or a feature? Lets try

i= 0 0/1

i= 1 -1/2

i= 2 -32/95

i= 3 -11414146527/36151783550

i= 4 -43711566319307638440325676490949986758792998960085536/

138634332790087616118408127558389003321268966090918625

i= 5 -724391479176820176129001381878925973035003883604754393117

804119434357926010580274469629922882064184585670017703551996316

651611596343634562735299921308664663139405767412052875538201240

642484300698212354536105198270689471522317606875456902898519837

65055043454529677921/

229746023731575873333990816664320035147759847208021088660066874

783249488750988451982247975822897844718084679832592257179299176

854789444915362215689722609358654955195182168763169315683704659

081440024954196748041166750181397522783471619066874148005355642

107851077541250
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Displaying the Rational Numbers

We have not continued with displaying the list of rationals, simply
because the representation is too long

>>> len(str(ration [7]. denom))

6662

Namely the denominator of ration[7] is 6662 decimal digits long.
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Rational vs. Floating Point Numbers: Interim Conclusions
With respect to the Newton-Raphson root finding method on the
specific function f(x) = x5 − 2x4 − 3x3 + 3x2 − 2x− 1 and the
specific starting point x0 = 0:

I Both sequences of rational and floating point numbers
converged quickly to a root.

I The sequence of floating point numbers reached “equilibrium”
after the fifth iteration.

I The sequence of rational numbers kept evolving. The function
values kept getting closer to zero.

I Handling the sequence of rational required many more
computational resources than its floating point counter part –
both in terms of computing time and memory/space.

I For this specific application, this (using unbounded precision
rationals) is not worth the effort.

I We might as well have used only floating point numbers in this
numerical context.
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Rational vs. Floating Point Numbers: General Conclusions

We can boldly jump to the following conclusion: Use just floating
point numbers for all your numeric needs.

Such generalization from a single instance is unjustified on any
scientific or experimental ground. There are cases of completely tame
functions that become unstable / chaotic / wild when certain
conditions hold. In such cases, there could be a huge difference
between rational and floating point arithmetic.

However, as a rule of thumb, most applications you will encounter
“normally” will not be of that form, and floating point arithmetic will
be the way to go initially. These topics are covered in the Scientific
Computing course given in TAU (recommended from the 3rd year).
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