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Lecture 8: Highlights

• Classes and methods (a very gentle intro to object oriented
programming).

• Recursion, and recursive functions.

I The sorted() function for sorting lists.
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Lecture 9: Plan

• Quicksort – a recursive, coin flipping sorting algorithm.

• Mergesort – a recursive, deterministic sorting algorithm.

• Towers of Hanoi.

• Recursion pitfalls.

• Approaches to avoiding such pitfalls, demonstrated on the
Fibonacci numbers function.
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Another Manifestation of Recursion (with a twist)

(Cover of Ummagumma, a double album by Pink Floyd, released in 1969.

Taken from Wikipedia. Thanks to Yair Sela for the suggestion.)
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Recursion

A function f(·), whose definition contains a call to f(·) itself, is
called recursive.

A simple example is the factorial function, n! = 1 · 2 · . . . · n.
It can be coded in Python, using recursion, as following:

def factorial(n):

if n==1: return 1

else: return n*factorial(n-1)

A second simple example are the Fibonacci numbers, defined by
F1 = 1, F2 = 1, and for n > 2, Fn = Fn−2 + Fn−1.
Fibonacci numbers can be coded in Python, using recursion, as
following:

def fibonacci(n):

if n<=2: return 1

else: return fibonacci(n-2)+fibonacci(n-1)
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Sort and Search
As we saw, binary search requires preprocessing – sorting.

We will introduce two approaches to sorting (out of very many).

The first approach, quicksort, employs both randomization and
recursion.
The second approach, mergesort, employs recursion but is
deterministic.

(Contents include Game Board, 6 Moving Pieces, 6 Tile Holders, 30 Colored Tiles, Over 300 Topic Cards,
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Quicksort

Our input is an unsorted list, say
[28, 12, 32, 27, 10, 12, 44, 20, 26, 6, 20, 21].
We choose a pivot element, simply one of the elements in the list.

For example, suppose we chose 20 (the second occurance). We now
compare all elements in the list to the pivot. We create three new
lists, termed smaller, equal, greater. Each element from the
original list is placed in exactly one of these three lists, depending on
its size with respect to the pivot.

smaller = [12, 10, 12, 6].
equal = [20, 20].
greater = [28, 32, 27, 44, 26, 21].

Note that the equal list contains at least one element, and that both
smaller and greater is strictly shorter than the original list.
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Quicksort (cont.)

What do we do next? We recursively sort smaller and greater,
and then we append the three lists, in order (recall that in Python +

means append for lists).

Note that equal need not be sorted.

return quicksort(smaller) + equal + quicksort(greater)

quicksort(smaller) = [6, 10, 12, 12].
equal = [20, 20].
quicksort(greater) = [21, 26, 27, 28, 32, 44].

Final result:
[6, 10, 12, 12] + [20, 20] + [21, 26, 27, 28, 32, 44]

= [6, 10, 12, 12, 20, 20, 21, 26, 27, 28, 32, 44].

(Original list was

[28, 12, 32, 27, 10, 12, 44, 20, 26, 6, 20, 21].)
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Quicksort: A Graphical Depiction

(Figure curtesy of Amir Rubinstein.)
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Quicksort: Python Code

import random # a package for (pseudo) random generation

def quicksort(lst):

if len(lst)<=1: # empty lists or length one lists

return lst

else:

pivot = random.choice(lst)

# select a random element from the list

smaller = [elem for elem in lst if elem < pivot]

equal = [elem for elem in lst if elem == pivot]

greater = [elem for elem in lst if elem > pivot]

# ain’t these selections neat?

return quicksort(smaller) + equal + quicksort(greater)

# two recursive calls
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Recursion: Ease of Development vs. Efficiency

The creation of new lists from an existing one, as done above, is
generally known as list comprehension. It provides a very convenient
mechanism for writing code, and Python is extremely good at it.

This convenience is good for quickly developing code. It also helps to
develop correct code. But this simplicity and elegance do not
necessarily imply an efficient execution.

For example, our quicksort algorithm goes three times over the
original list. Furthermore, it allocates new memory for the three
sublists. There are versions of quicksort that swap original list
elements, go over the list only once, and reuse the same memory.
They are more efficient, yet more error prone and generally take
longer to develop.

Eventually you will choose, on a case by case basis, which style of
programming to use.
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Quicksort: Convergence and Correctness

Base cases: If the list is either empty or of length one, we do not
recurse but return the list itself (in both cases, such lists are sorted).

Convergence: Each time we make a recursive call, its argument
(either smaller or greater) is strictly shorter than the current list).
When the length hits zero or one, we are at a base case. Thus the
quicksort algorithm always converges (no infinite executions).

Correctness: An inductive argument.
If all elements of smaller are smaller than all elements of equal
and all elelemns of equal are smaller than those of greater,
and assuming quicksort works correctly on shorter lists, then
quicksort(smaller) + equal + quicksort(larger)

is a sorted list. Its elements are the same as the original list
(multiplicities included), so the outcome is the original list, sorted. ♠
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Quicksort: Pivot Selection

We could take the element with the first, last, or middle index in the
list as the pivot. This would usually work well (assuming some
random distribution of input lists). However, in some cases (e.g. if
the input list is already sorted or close to sorted, and the pivot is the
first or last element) this choice would lead to poor performance
(even though the algorithm will always converge):

The worst case running time to sort a list of n elements occurs if at
each invocation of the function, we choose either the minimum
element as the pivot, or the maximum element. This makes either
smaller or greater to be an empty list.

The resulting run time is O(n2). This follows from the solution to
the recurrence relation WCT(n)=c · n + WCT(n− 1)
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Quicksort: Pivot Selection, cont.

We could take the element with the first, last, or middle index in the
list as the pivot. This would usually work well (assuming some
random distribution of input lists). However, in some cases (e.g. if
the input list is already sorted or close to sorted, and the pivot is the
first or last element) this choice would lead to poor performance
(even though the algorithm will always converge).

Instead of a fixed choice, the recommended solution is choosing the
pivot at random. With high probability, the randomly chosen pivot
will be neither too close to the minimum nor too close to the
maximum. This implies that both smaller and greater are
substantially shorter than the original list, and yields good
performance with high probability. (At this point this is an intuitive
claim, nothing rigorous.)
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Quicksort: Asymptotic Run Time Analysis

Instead of a fixed choice, the recommended solution is choosing the
pivot at random. With high probability, the randomly chosen pivot
will be neither too close to the minimum nor too close to the
maximum. This implies that both smaller and greater are
substantially shorter than the original list, and yields good
performance with high probability.

It can be shown that the best case and the average case running
times to sort a list of n elements are both O(n · log n) (the “best
case” constant in the big O notation is slightly smaller than the
“average case” constant).
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Quicksort: Run Time (best case and average)

It can be shown that the best case and the average case running time
to quicksort (with random pivot selection) a list of n elements are
both O(n · log n) (the “best case” constant in the big O notation is
slightly smaller than the “average case” constant).

The best case occurs if we are lucky at each invocation of the
function, and pivot is the median, splitting the list to two equal parts
(up to one, if number of list elements is even). The best case run
time satisfies the recurrence relation BCT(n)=c · n+ 2· BCT(n/2)

A slightly more complicated expression can be written for ACT(n),
the average case running time. (Rigorous analysis is deferred to the
data structures course.)
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Running Quicksort

Our quicksort code operates on any list whose elements support
the comparison operation, <. Since the Student class satisfies this,
we can apply quicksort to such lists of Students, without any
modification.

>>> stud_list=students (10**6) # one million long

>>> stud_list [10**5]

<Fhjqi Lxbpwsku , 34149953 >

>>> stud_list [10**5+10**4]

<Hzc Hxljstgz , 20779361 >

>>> stud_list [10**5] > stud_list [10**5+10**4]

False

>>> from quicksort import *

>>> sorted_list=quicksort(stud_list) # rather slow

>>> sorted_list [10**5+10**4]

<Cwl Ojntvpa , 51911823 >

>>> sorted_list [10**5]

<Cpy Iolubx , 59613314 >
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Quicksort: Closing Remarks

We could further explore and expand upon quicksort:

I Our code allocates additional memory during every recursive
call. There are iterative versions as well as recursive versions
that operate in place.

I Add code for tracking total number of recursive calls in a run.

I Other pivot selection strategies (e.g. median of three random
elements).

I Performance issues: Random vs. sorted inputs.

I Performance issues when sorting huge files.

We will not discuss these in class.

18 / 45



Merge Sort

Mergesort is a recursive, deterministic, sorting algorithm. It follows a
divide and conquer approach. An input list (unsorted) is split to two
– elements with indices from 0 up to the middle, and those from the
middle up to the end of the list.

Each half is sorted recursively.

The two sorted halves are then merged to one, sorted list.
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Merge Sort, cont.

Suppose the input is the following list of length 13
[28, 12, 32, 27, 10, 12, 44, 20, 26, 6, 20, 21, 0].
We split the list in half, to
[28, 12, 32, 27, 10, 12] and [44, 20, 26, 6, 20, 21, 0].

And recursively sort the two smaller lists, resulting in
[10, 12, 12, 27, 28, 32] and [0, 6, 20, 20, 21, 26, 44].
We then merge the two lists, getting the final, sorted list
[0, 6, 10, 12, 12, 20, 20, 21, 26, 27, 28, 32, 44].

The key to the efficiency of merge sort is the fact that merging two
lists is done in time O(length of first list + length of second list).
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Merge

The key to the efficiency of merge sort is the fact that merging two
lists is done in time O(length of first list + length of second list), by
a simple two pointers algorithm

Let us start with a pictorial demonstration of merging two sorted
lists, courtesy of Amir Rubinstein.
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Merge Sort: Execution Example 

(courtesy Amir Rubinstein) 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 



2 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

1 



3 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

2 1 



4 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

5 2 1 



5 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

6 5 2 1 



6 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

7 6 5 2 1 



7 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

12 7 6 5 2 1 



8 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

15 12 7 6 5 2 1 



9 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

16 15 12 7 6 5 2 1 



10 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

20 16 15 12 7 6 5 2 1 



11 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

21 20 16 15 12 7 6 5 2 1 



12 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

22 21 20 16 15 12 7 6 5 2 1 

? 



13 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

23 22 21 20 16 15 12 7 6 5 2 1 

? 



14 

A 

 

B 

 

C 

25 23 20 15 12 7 5 2 

22 21 16 6 1 

25 23 22 21 20 16 15 12 7 6 5 2 1 

? 

? 



Merge

The key to the efficiency of merge sort is the fact that merging two
lists is done in time O(length of first list + length of second list), by
a simple two pointers algorithm

Let us start with a pictorial demonstration of merging two sorted
lists, courtesy of Amir Rubinstein.
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Merge: Python Code

def merge(lst1 , lst2):

""" merging two ordered lists using

the two pointer algorithm """

n1 = len(lst1)

n2 = len(lst2)

lst3 = [0 for i in range(n1 + n2)] # alocates a new list

i = j = k = 0 # multiple assignment

while (i < n1 and j < n2):

if (lst1[i] <= lst2[j]):

lst3[k] = lst1[i]

i = i +1

else:

lst3[k] = lst2[j]

j = j + 1

k = k + 1 # incremented at each iteration

lst3[k:] = lst1[i:] + lst2[j:] # append remaining elements

return lst3

In the last assignment at most one of the lists on the right side is non
empty
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Merge Sort: Python Code & Time Analysis

def mergesort(lst):

""" recursive mergesort """

n=len(lst)

if n <= 1:

return lst

else:

return merge(mergesort(lst[0:n//2]), mergesort(lst[n//2:n]))

#two recursive calls

The runtime of mergesort on lists with n elements satisfies the
recurrence relation T (n) = c · n+ 2 · T (n/2) , where c is a constant.
The solution to this relation is T (n) = O(n · log n). We leave the
details to the data structures course.

In the rec slice binary search function of Lecture 8, slicing
resulted in O(n) overhead to the time complexity, which is disastrous
for searching. Here, however, we deal with sorting, and an O(n)
overhead is completely OK.
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A Three Way Race

Three sorting algorithms left Haifa at 8am, heading south. Which
one will get to TAU first?

>>> from quicksort import *

>>> from mergesort import *

>>> from student import *

>>> stlst=students (10**6) # one million records

>>> elapsed("quicksort(stlst)")

76.39067200000001 # slowest

>>> elapsed("mergesort(stlst)")

28.937004 # pas si mal

>>> elapsed("sorted(stlst)")

12.416133000000002 # Guido wins

The results, ahhhm, speak for themselves.
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Towers of Hanoi

Towers of Hanoi is a well known mathematical puzzle, and no class
on recursion, including this one (a recursive claim in itself :-), is
complete without discussing it.
There are three rods, named A, B, C, and n disks of different sizes
which can be placed onto any rod. The puzzle starts with all n disks
in a stack in ascending order of size on one rod, say A, so that the
smallest is at the top (see figure).

(figure and some text - from Wikipedia)
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Towers of Hanoi: Rules of Game

The objective of the puzzle is to move the entire stack of all n disks
to another rod, say C, obeying the following rules:

I Only one disk may be moved at a time.

I Each move consists of taking the upper disk from one of the
rods and sliding it onto another rod, on top of the other disks
that may already be present on that rod.

I No disk may be placed on top of a smaller disk.

(figure and some text - from Wikipedia)
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Towers of Hanoi: Recursive Solution
To move n disks from rod A to rod C, using B as a “helping rod”:
If n = 1, simply move one disk directly from rod A to rod C.

Otherwise (namely n ≥ 2):

1. Move n− 1 disks from rod A to rod B, using C as a “helping
rod”.

2. Move the single disc n directly from rod A to rod C.

3. Move n− 1 disks from rod B to rod C, using A as a “helping
rod”.

Correctness:
I During the entire stage (1), disk n stays put on rod A. As it was

the biggest of all n disks, no rule will be violated if some of the
n− 1 disks are placed on top of it during the recursion in (1).

I In step (2), all n− 1 smaller disks are on rod B, so moving disc
n directly from rod A to rod C is kosher.

I The argument for step (3) is identical to the argument for step
(1).
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Towers of Hanoi: Number of Moves

Let us denote by H(n) the number of moves required to solve an n
disc instance of the puzzle.
In the recursive solution outlined above, to solve an n discs instance
we solve two instances of n− 1 discs, plus one actual move. This
gives us the recursive relation

H(n) = 2H(n− 1) + 1 , and H(1) = 1 ,

whose solution is H(n) = 2n − 1. (You should be able to verify the
last equality, using induction.)
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Optimality of Number of Moves

Hey, wait a minute. H(n) = 2n − 1 is the number of moves in the
solution presented above. Can’t we find a more efficient solution?

This is very good thinking in general. But in this case, one can show
(not even that hard) that H(n) = 2n − 1 moves are required from
any solution strategy. (Of course, more inefficient strategies do exist).
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Towers of Hanoi: An Interesting Prefix Property

It can be seen (not immediate, but not too hard) that to move n+ 2
disks from rod A to rod C, using B, we first move n disks from rod A

to rod C, using B (and then what?).

So the latter moves are a prefix of the former ones.
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Towers of Hanoi: Python Code

We write a function of four arguments,
HanoiTowers(start,via,target,n).
The first three arguments are the three rods, which have distinct
names. The last argument, n, is the number of discs.

The function returns an ordered list of discs moves.

def HanoiTowers(start ,via ,target ,n):

""" computes a list of discs steps to move a

stack of n discs from rod "start" to rod "target",

employing intermidiate rod "via" """

if n==0:

return []

else:

return HanoiTowers(start ,target ,via ,n-1) \

+ ["disk "+ str(n) + " from " + str(start) \

+ " to " + str(target) +" " ] \

+ HanoiTowers(via ,start ,target ,n-1)

31 / 45



Towers of Hanoi: Running the Code

>>> Hanoi4=HanoiTowers("A","B","C",4)

# Hanoi4 now contains text of moves for moving 4 discs

>>> for i in range(len(Hanoi4)):

print(i+1,") ",Hanoi4[i])

# print the list plus index of moves (starting from 1, not 0)

1 ) disk 1 from A to B

2 ) disk 2 from A to C

3 ) disk 1 from B to C

4 ) disk 3 from A to B

5 ) disk 1 from C to A

6 ) disk 2 from C to B

7 ) disk 1 from A to B

8 ) disk 4 from A to C

9 ) disk 1 from B to C

10 ) disk 2 from B to A

11 ) disk 1 from C to A

12 ) disk 3 from B to C

13 ) disk 1 from A to B

14 ) disk 2 from A to C

15 ) disk 1 from B to C

It is not a bad idea to verify that this does work (“trust, but check”).
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Pitfalls of Using Recursion

Every modern programming language, including, of course, Python,
supports recursion as one of the built-in control mechanism.
However, recursion is not the only control mechanism in Python, and
surely is not the one employed most often.

Furthermore, as we will now see, cases where “naive recursion” is
highly convenient for writing code may lead to highly inefficient run
times. For this reason, we will also introduce techniques to get rid of
recursion. We note, however, that in some cases, eliminating
recursion altogether requires very crude means.
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Pitfall No. 1: Computing Fibonacci Numbers

We coded Fibonacci numbers, using recursion, as following:

def fibonacci(n):

""" plain Fibonacci , using recursion """

if n<=2:

return 1

else:

return fibonacci(n-2)+ fibonacci(n-1)

But surely nothing could go wrong with such simple and elegant
code... To investigate this, let us explore the running time:
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Pitfall No. 1: Computing Fibonacci Numbers

But surely nothing could go wrong with such simple and elegant
code... To investigate this, let us explore the running time:

>>> from fibonacci2 import *

>>> fibonacci (30)

832040

>>> elapsed("fibonacci (30)")

0.31555

>>> elapsed("fibonacci (35)")

3.4169379999999996

>>> elapsed("fibonacci (40)")

38.288004

>>> elapsed("fibonacci (45)")

432.662887 # over 7 minutes !!
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Inefficiency of Computing Fibonacci Numbers

What is causing this exponential growth in running time?

def fibonacci(n):

""" plain Fibonacci , using recursion """

if n<=2:

return 1

else:

return fibonacci(n-2)+ fibonacci(n-1)

Going over the computation mentally (or inserting print commands to
track execution “physically”), we observe that fibonacci(1),
fibonacci(2), fibonacci(3), etc. are computed over and over.
This is highly wasteful and causes a huge overhead.
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Count: Measuring the Inefficiency
We can easily modify the code, so it also counts the number of
function invocations, using a global variable, count.

def count_fibonacci(n):

""" recursive Fibonacci plus counting no. of function invocations """

global count

count +=1

if n<=2:

return 1

else:

return count_fibonacci(n-2)+ count_fibonacci(n-1)

>>> count=0

>>> count_fibonacci (30)

832040

>>> count

1664079

>>> count=0

>>> count_fibonacci (40)

102334155

>>> count

204668309 # over 200 million invocations
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Count vs. fibonacci(n)

>>> count=0

>>> count fibonacci(20)

6765

>>> count

13529

>>> count=0

>>> count fibonacci(30)

832040

>>> count

1664079

>>> count=0

>>> count fibonacci(40)

102334155

>>> count

204668309 # over 200 million invocations

Can you see some relation between the returned value and count?
Do you think this is a coincidence?

Try to prove, using induction: count(n)= 2 · Fn − 1.
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Intuition for Efficiently Computing Fibonacci Numbers

Instead of computing from scratch, we will introduce variables
fib[1], fib[2], fib[3],.... The value of each such variable
will be computed just once. Rather than recomputing it, we will fetch
the value from memory, when needed.

The technique of storing values instead of re-computing them has
different names in different contexts: It is known as memorization, a
term coined by Donald Michie in 1968. In programming languages
like Lisp (of which Scheme is a variant), where recursion is used
heavily, there are programs to do this optimization automatically, at
run time. These are often termed memoization.

In other contexts, such as stringology, this technique (remember and
reuse computed values, rather than re-computing them) is often used
as part of dynamic programming.
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Python’s Dictionary (dict)
In the next version of the function, fibonacci2, we will exploit a
highly useful data structure in Python, the dictionary (class dict).
This is a mutable class, storing key:value pairs. The keys (but not
the values) should be immutable.

>>> students ={"Dzutv Rztvsud":48322167 , "Wpbo Fgrv":26753752}

# creating a dictionary

>>> "Dzutv Rztvsud" in students # membership query

True

>>> "Al Capone" in students

False

>>> students["Dzutv Rztvsud"] # retrieving value of existing key

48322167

>>> students["Al Capone"]=48322167 # inserting a new key + value

>>> students

{’Wpbo Fgrv’: 26753752 , ’Dzutv Rztvsud ’: 48322167 ,

’Al Capone ’: 48322167}

>>> type(students)

<class ’dict’>

Python’s dict does not support having different items with the same
key (it keeps only the most recent item with a given key).
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Fibonacci Numbers: Recursive Code with Memoization

We will use a dictionary – an indexed data structure that can grow
dynamically. This dictionary, which we name fib, will contain the
Fibonacci numbers already computed.
We initialize the dictionary with fib dict[1]=1 and
fib dict[2]=1.

fib_dict ={1:1 ,2:1}

# initial fib dictionary with first two elements

def fibonacci2(n):

""" recursive Fibonacci , employing

memorization in a dictionary """

# print(n) # diagnostic printing

if n in fib_dict:

return fib_dict[n]

else:

fib_dict[n]= fibonacci2(n-1)+ fibonacci2(n-2)

# mutates fib_dict

return fib_dict[n]
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Recursive Fibonacci Code with Memoization: Execution
fibonacci2 is recursive, with exactly the same control flow of
fibonacci, only it stores intermediate values that were already
computed. This small change implies a huge performance difference:
>>> from fibonacci2 import *

>>> elapsed("fibonacci (35)")

3.468762815513315

>>> elapsed("fibonacci2 (35)")

8.053997947143898e-05

>>> elapsed("fibonacci2 (35)")

5.1364782827079125e-05 # fib_dict has all the values ,

# so no computation needed

>>> elapsed("fibonacci (40)")

38.77776019960766

>>>fib_dict ={1:1 ,2:1}; elapsed("fibonacci2 (40)")

7.396528727099394e-05

>>> elapsed("fibonacci (45)")

451.18211404296727 # 7.5 minutes !!

>>>fib_dict ={1:1 ,2:1}; elapsed("fibonacci2 (45)")

6.287049416187074e-05

>>> fib_dict;fibonacci2 (5); fib_dict # 3 for the price of 1

{1: 1, 2: 1}

5

{1: 1, 2: 1, 3: 2, 4: 3, 5: 5} # in case you were wondering
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Pushing Performance to the Limit

>>> fib_dict ={1:1 ,2:1}; elapsed("fibonacci2 (1000)")

0.001612854181075818

>>> fib_dict ={1:1 ,2:1}; elapsed("fibonacci2 (1100)")

0.00015779261320858495

>>> fib_dict ={1:1 ,2:1}; elapsed("fibonacci2 (1500)")

0.00043351876684027957

>>> fib_dict ={1:1 ,2:1}; elapsed("fibonacci2 (2000)")

0.0004811852854800236

>>> fib_dict ={1:1 ,2:1}; elapsed("fibonacci2 (3000)")

Traceback (most recent call last):

# removed most of the error message

File "C:\ Users\amiramy\Documents\amiramy\IntroCS2012\Code\Intro9\fibonacci2.py", line 31, in fibonacci2

fib_dict[n]= fibonacci2(n-1)+ fibonacci2(n-2)

RuntimeError: maximum recursion depth exceeded

What the $#*& is going on?
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Python Recursion Depth

While recursion provides a powerful and very convenient means to
designing and writing code, this convenience is not for free. Each
time we call a function, Python (and every other programming
language) adds another “frame” to the current “environment”. This
entails allocation of memory for local variables, function parameters,
etc.

Nested recursive calls, like the one we have in fibonacci2, build a
deeper and deeper stack of such frames.

Most programming languages’ implementations limit this recursion
depth. Specifically, Python has a nominal default limit of 1,000 on
recursion depth. However, the user (you, that is), can modify the
limit (within reason, of course).
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Changing Python Recursion Depth

You can import the Python sys library, find out what the limit is,
and also change it.
>>> import sys

>>> sys.getrecursionlimit() # find recursion depth limit

1000

>>> sys.setrecursionlimit(20000) # change limit to 20,000

>>> fibonacci2(3000)

410615886307971260333568378719267105220125108637369252408885430926905584

2741134037313304916608500445608300368357069422745885693621454765026743730

4544685216048660629249736050346977345373319688740584725529008204908690751

26220590545421958897580311092226708492747938595391333183712447955431476110

73276240066737934085191731810993201706776838934766764778739502174470268627

82091855384222585830640830166186290035826685723821023580250435195147299791

96765240047842363764533472683641526483462458405732142414199379172429186026

398100978669423920154046201538186714257398350748513964211399827136406795811

78458198658692285968043243656709796000 # hurray

Next time, we will examine if we can solve this task without using
recursion at all.
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