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Lecture 24: Topics

• Inexact sequence comparison.

• Dynamic programming to the rescue.

• Similarity vs. distance.
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Lecture 25: Plan

• Edit distance.

• Global and local alignment.

• n-out-of-n secret sharing.

• Visual secret sharing.
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Edit Distance
The edit distance between two strings S,T is defined as the minimum
number of edit operations needed to transform one string into the
other. The operations are insertion, deletion, or substitution of a
single character. The edit distance is also called Levenshtein distance,
after Vladimir Levenshtein, the Russian mathematician (born 1935)
who considered this distance in 1965. It is not too hard to verify this
is indeed a distance (check this!).

Example: S=Shudu, T=Shoded:

1. Shudu -> Shodu (one substitution)

2. Shodu -> Shode (one substitution)

3. Shode -> Shoded (one insertion)

All by all, we transformed S=Shudu into T=Shoded using 3 edit
operations. (To argue the edit distance is 3, we should show no edit
sequence of length 2 or less will do the job).
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Computing Edit Distance

To find the edit distance between two strings S,T, we just compute
distance score iter(S,T)! (But don’t take our word for granted.
Think about this...).

>>> S="Shudu"

>>> T="Shoded"

>>> V=distance_score_iter(S,T)

>>> V[6,5]

3

We see that the edit distance is indeed 3. To find optimal edit
sequence(s), we track paths in the V[i,j] table. As we will see next,
in this case there are two different edit sequences that utilize 3 edit
operations. Notice that distances along an alignment are
monotonically non decreasing.
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Finding Edit Sequence
>>> for i in range(len(S)+1):

print ([V[i,j] for j in range(len(T)+1)])

S h o d e d

[0, 1, 2, 3, 4, 5, 6]

S [1, 0, 1, 2, 3, 4, 5]

h [2, 1, 0, 1, 2, 3, 4]

u [3, 2, 1, 1, 2, 3, 4]

d [4, 3, 2, 2, 1, 2, 3]

u [5, 4, 3, 3, 2, 2, 3]

Shoded Shoded

Shud_u Shudu_

If you were wondering who Shudu is, here are some recent photos:
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An Example from Music‡

The two segments are from the sopran of the chorale from Bach’s
cantata BWV7 (titled ”Christ unser Herr zum Jordan kam”, which
means ”Christ our Lord to the Jordan came”). An alignment between
the notes of two sequences is shown here in sheet music format.

The pairwise similarity score here sis far from the simple one. For
example, ρ(do#,do#)=1, ρ(do#,la)=-0.25, ρ(do#,si=-1),
ρ(do#,mi)=-0.75,ρ(do#,gap)=-0.5, etc.

‡based on an M.Sc. research project of Elad Liebman
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Same Example from Music: Time vs. Pitch Display
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Same Example: Time vs. Pitch Display of Alignment
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Global Alignment

The alignment version we have studied so far is called global
alignment: We aligned the whole sequence S to the whole sequence
T. It is known as the Needleman-Wunsch algorithm, after its
inventors (1970).

Global alignment is appropriate when S,T are highly similar. For
example, both are AA sequences of the protein Histone, one in
human and one in mouse. (Globally, our human genes are 96%
identical to mouse genes).

But global alignment makes little sense if S,T are highly dissimilar or
have very different lengths. For example, when S (“the query”) is
very short, but T (“the database”) is very long.
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Local Alignment

When S and T are not necessarily close, we may want to consider a
related, yet different question:

• Find similar subsequences of S and T.

• Formally, given S=S[0]S[1]...S[n-1] and T=T[0]...T[m-1],
find i,j,k and ` such that
V(S[i:j], T[k:`]) is maximal.

• This version is called local alignment.

Local alignment is more appropriate, for instance, in the Jabberwocky
example with the “gyre unt gamble” pattern.

11 / 37



DR
AF
T

Local Alignment – Algorithmic Intuition

As before, we’ll use dynamic programming.

• We now want to set V[i,j] to record the maximum value over
all alignments of a suffix of S[0:i] and a suffix of T[0:j].

• How should we change the recurrence rule?

• Same as before, but with an option to start afresh.

• The result is called the Smith-Waterman algorithm, after its two
inventors (1981).
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Local Alignment – Recurrence

At each point, we can start a new match instead of extending a
previous alignment.

V [i, j] = max


V [i− 1, j − 1] + σ(S[i− 1], T [j − 1])
V [i− 1, j] + σ(S[i− 1], )
V [i, j − 1] + σ( , T [j − 1])
0 (a fresh start)

V [0, 0] = 0
V [i, 0] = max(0, V [i− 1, 0] + σ(S[i], ))
V [0, j] = max(0, V [0, j − 1] + σ( , T [j]))
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Local Alignment: Python Code
Again, we use a dictionary to store all intermediate values, and return
the whole dictionary.
def local_alignment_score(S,T,scoring=simple_scoring ):

""" an iterative program to compute the score

of an optimal local alignment between S and T.

Employs a dictionary to store intermediate

values and output. simple_scoring is default parameter """

assert type(S)==str and type(T)== str

l=len(S); k=len(T); gap="_"

values ={(0 ,0):0} # initialize dictionary

for i in range(1,l+1):

values[i,0]= max(0,values[i-1,0]+ scoring(S[i-1],gap))

for j in range(1,k+1):

values[0,j]=max(0,values[0,j-1]+ scoring(gap ,T[j -1]))

# now both boundaries are filled

for i in range(1,l+1):

for j in range(1,k+1):

values[i,j]=max(

values[i-1,j-1]+ scoring(S[i-1],T[j-1]),

values[i-1,j]+ scoring(S[i-1],gap),

values[i,j-1]+ scoring(gap ,T[j-1]),

0)

return values
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Local Alignment: Execusion

>>> T="APAASAPPA"

>>> S="TAPAAPAD"

>>> v=local_alignment_score(S,T)

>>> for i in range (9):

print([v[i,j] for j in range (10)])

[0, 0, 0, 0, 0, 0, 0, 0, 0, 0]

[0, 0, 0, 0, 0, 0, 0, 0, 0, 0]

[0, 1, 0, 1, 1, 0, 1, 0, 0, 1]

[0, 0, 2, 1, 0, 0, 0, 2, 1, 0]

[0, 1, 1, 3, 2, 1, 1, 1, 1, 2]

[0, 1, 0, 2, 4, 3, 2, 1, 0, 2]

[0, 0, 2, 1, 3, 3, 2, 3, 2, 1]

[0, 1, 1, 3, 2, 2, 4, 3, 2, 3]

[0, 0, 0, 2, 2, 1, 3, 3, 2, 2]
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Optimal Local Alignments
There are two maximum entries, attaining the value 4.

A P A A S A P P A

[0, 0, 0, 0, 0, 0, 0, 0, 0, 0]

T [0, 0, 0, 0, 0, 0, 0, 0, 0, 0]

A [0, 1, 0, 1, 1, 0, 1, 0, 0, 1]

P [0, 0, 2, 1, 0, 0, 0, 2, 1, 0]

A [0, 1, 1, 3, 2, 1, 1, 1, 1, 2]

A [0, 1, 0, 2, 4, 3, 2, 1, 0, 2]

P [0, 0, 2, 1, 3, 3, 2, 3, 2, 1]

A [0, 1, 1, 3, 2, 2, 4, 3, 2, 3]

D [0, 0, 0, 2, 2, 1, 3, 3, 2, 2]

These correspond to the following two (local) alignments.

APAA APAAPA

APAA APAASA
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Finding Optimal Local Alignments

Like the global alignment case, here too we are usually not interested
in just the score. We want the actual optimal alignments.

Finding them is analogous to the global case, with two minor
modifications:

• Instead of starting at the “bottom right corner”, V[n,m], we
start at points V[i,j] attaining the maximum score.

• When tracing a path backwards, we stop when we hit a 0 value.

• The result will be an optimal alignment of two subsequences
S[i:j], T[k:`].
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Sequence Alignments: Concluding Remarks

The problem has many additional variants. For example, a “semi
local” situation, where we want to align all of the pattern, S, to a
subsequence of the text T.

Some combinations do not make sense, though. For example, local
alignment combined with a distance based scoring function. The
problem is actually not with the triangle inequality:
Two highly dissimilar sequences will have a high global distance
score. But their local distance score will be just 0.
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Sequence Alignments: Concluding Remarks (2)

One of the contexts where sequence alignment (typically some local
version) is heavily used on a daily (hour/moment/second) basis to
compare medium length sequences (hundreds to few thousands
character long) of biological origin (genes or proteins) to huge
databases, like NCBI (National Center for Biotechnology Information,
USA).

NCBI stores sequence data that is terabyte long. The local alignment
algorithm we saw (Smith-Waterman) is too slow for such long “text”.

Instead, heuristics like FASTA or BLAST (Basic Local Alignment
Search Tool) are used. Using hashing and preprocessing. Results are
obtained much faster. They are not guaranteed to be optimal, but
usually are.

Trading accuracy for speed is a compromise one often has to face in
various computational and real life contexts.
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And Now, to the Last Topic in our Course :
Secret Sharing and Visual Secret Sharing
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n-out-of-n Secret Sharing

A not so hallucinated scenario:

• A value S ∈ U is the secret key allowing access or activation of
an extremely critical and sensitive device.

• A “trusted dealer” holds S, but does not wish to activate the
device right now.

• This dealer wants to delegate the secret to n parties.

• The parties can only be partially trusted: We seek a mechanism
that will enable all n parties to reconstruct S, but any subset of
n− 1 parties (or less) cannot get any partial information on S.
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n-out-of-n Secret Sharing, cont.

• Computational requirements: Reconstruction should be efficient
(polynomial in the length of S and of number of parties n).

• Impossibility of obtaining any partial information by any subset
with n− 1 parties (or less).
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Formal Definition: n-out-of-n Secret Sharing

• The trusted dealer holds S ∈ U , picks a random value r by some
distribution over a finite space, and generates the shares
s1, s2, . . . , sn by applying a known function
F (S, r) = (s1, s2, . . . , sn).

• Note: F is deterministic. All randomness comes from r.

• Party i receives share si.

• Reconstruction: There is a reconstruction function H such that
applying it to the n shares always gives back the secret.
Formally, for all S, r, H(F (S, r)) = S.

23 / 37



DR
AF
T

Formal Definition (cont.): n-out-of-n Secret Sharing

• Secrecy against coalitions: For any two possible values a, b of
the secret S ∈ U , and for any subset (coalition) of n− 1 players,

• The distribution of the shares of the coalition members, given
that S = a is exactly equal to the distribution of the shares of
the coalition members, given that S = b.
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n-out-of-n Secret Sharing: Construction

• Let |U | be the universe of all possible secrets. Denote its size by
m.

• Without loss of generality, the possible values of S are a subset
of Zm = {0, 1, . . . ,m− 1}.

• The dealer choses at random n− 1 values r1, . . . , rn−1 uniformly
and independently.

• Shares s1, s2, . . . , sn−1 of players 1, . . . , n− 1 are r1, . . . , rn−1,
correspondingly.

• Share sn of player n is S −
(∑n−1

i=1 ri

)
mod m.
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Example: 2-out-of-2 Secret Sharing of Ascii Text

Suppose we wish to share a textual secret. To make life simpler, we
will assume the characters are all ascii. This means they can be
represented as integers in the range [0,127], and we can use m=128

for all modular computations.

We receive as input a string, and generate two shares. Each share is
a list of integers in the closed interval [0,127]. The two lists have
same lengths, which equals the string length.
To generate the shares, we process the string’s characters one by one.
The random variables used to generate different shares should be
independent.
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2-out-of-2 Secret Sharing of Ascii Text: Python Code

def two_ss_ascii(text):

""" 2-out -of -2 secret sharing of an ascii string , char by char """

assert isinstance(text ,str)

asci=’’.join(ch for ch in text if ord(ch)<128)

length=len(asci)

share1 =[ random.randint (0 ,127) for i in range(length )]

share2 =[( ord(asci[i])-share1[i]) % 128 for i in range(length )]

return share1 ,share2

def reconstruct(share1 ,share2 ):

""" reconstruct ascii text secret. order does not matter! """

assert len(share1 )==len(share2)

length=len(share1)

secret="".join(chr(( share1[i]+ share2[i])%128) \

for i in range(length ))

return secret
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2-out-of-2 Secret Sharing of Ascii Text: Running the Code
>>> text="gidday"

>>> s1 ,s2=two_ss_ascii(text)

>>> s1

[127, 99, 124, 40, 11, 43]

>>> s2

[104, 6, 104, 60, 86, 78]

>>> reconstruct(s1,s2)

’gidday ’

>>> reconstruct(s2,s1)

’gidday ’

>>> s1 ,s2=two_ss_ascii(text)

>>> s1

[20, 60, 7, 49, 123, 67]

>>> s2

[83, 45, 93, 51, 102, 54] # shares are created at random

>>> s1 ,s2=two_ss_ascii(text)

>>> s1

[79, 21, 71, 6, 30, 110]

>>> s2

[24, 84, 29, 94, 67, 11]

>>>
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2-out-of-2 Secret Sharing of Binary Strings: Python Code

Suppose we wish to share a binary string secret. This means that we
can use m=128 for all modular computations. The code below receives
as input a string, and generates two shares – lists of bits, whose
lengths equal the string length. The bits are shared one by one.

def two_ss_binary(binaryseq ):

""" two out of two secret sharing of a binary sequence """

assert isinstance(binaryseq ,list) or isinstance(binaryseq ,tuple)

binary =[bit for bit in binaryseq if bit ==0 or bit ==1]

# discards non binary entries

length=len(binary)

share1 =[ random.randint (0,1) for i in range(length )]

share2 =[( binary[i]-share1[i]) % 2 for i in range(length) ]

return share1 ,share2

def reconstruct_binary(share1 ,share2 ):

""" reconstruct binary sequence secret. order does not matter! """

assert len(share1 )==len(share2)

length=len(share1)

secret =[( share1[i]+ share2[i])% 2 for i in range(length )]

return secret
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2-out-of-2 Secret Sharing of Ascii Text: Running the Code

>>> b1 ,b2=two_ss_binary ([0,0,1,0,1,4])

>>> b1

[1, 1, 0, 1, 0]

>>> b2

[1, 1, 1, 1, 1]

>>> reconstruct_binary(b1 ,b2)

[0, 0, 1, 0, 1]

# shares are created at randoms

>>> b1 ,b2=two_ss_binary ([0,0,1,0,1,4])

>>> b1

[1, 0, 1, 0, 0]

>>> b2

[1, 0, 0, 0, 1]

>>> reconstruct_binary(b1 ,b2)

[0, 0, 1, 0, 1]
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n-out-of-n Secret Sharing: Validity

Claim: This is a valid n-out-of-n secret sharing scheme.

• Reconstruction by n players is easy:
Simply express S =

∑n
i=1 si mod m.

• Secrecy against coalitions: Will demonstrate for the coalition
{2, . . . , n− 1, n}. Suppose the value of the secret is a. Let
c2, . . . , cn−1, cn be any n− 1 values in Zm.

• Claim: There is exactly one choice of r1, . . . , rn−1 that yields
these n− 1 shares. Specifically, r2 = c2, . . . , rn−1 = cn−1, and

rn = a−
(∑n−1

i=1 ci

)
mod m.

• Since r1, . . . , rn−1 are chosen uniformly and independently in
Zm, the probability of getting these n− 1 shares, given the that
the secret equals a, is exactly 1/mn−1.

• Obviously this probability (but not the values of the random ri)
is exactly the same if the secret equals b. ♠
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t-out-of-n Secret Sharing

Another, not so hallucinated scenario:

• A value S ∈ U is the secret key allowing access or activation of
an extremely critical and sensitive device.

• A “trusted dealer” holds S, but does not wish to activate the
device right now.

• This dealer wants to delegate the secret to n parties.

• The parties can only be partially trusted: We seek a mechanism
that will enable any t parties to reconstruct S, but any subset of
t− 1 parties (or less) cannot get any partial information on S.

• Computational requirements: Reconstruction should be efficient
(as a function of length of S and of number of parties n).

• Like before, impossibility of achieving any partial information by
t− 1 parties should be information theoretical, not
computational.
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t-out-of-n Secret Sharing

A simple solution is to construct
(
n
k

)
independent k-out-of-k secret

sharing schemes, and share the secret S in each.

This works, but has a large overhead, which becomes exponential in
n as k grows (think of k = n/2).

A far more efficient scheme, based on polynomial interpolation, was
given by Adi Shamir (1979).

We will leave Shamir’s secret sharing to the introduction to
cryptography course (3rd year, elective course). Instead, we will
introduce and demonstrate visual secret sharing.

33 / 37



DR
AF
T

Visual Secret Sharing (Moni Naor and Adi Shamir, 1994)

Instead of shares and secrets being numbers or bit sequences, we now
consider a scenario where both the shares and the secrets are images.
Each individual secret should still give no information about the
secret. To reconstruct a secret from the shares, we simply overlay the
two images one on top of the other. Can this be done?

An initial examination will indicate that this idea makes little sense.
In the physical-optical world, a black pixel blocks light through it,
and this is irreversible. Pixel optics “implements” bitwise or, while
secret sharing uses bitwise xor:

0 + 0 = 0

1 + 0 = 1

1 + 1 = 1
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Doubling the Pixel (or, Thinking Outside the Box)

Who said one bit ought to be represented by a single black/white
pixel? Lets go to two-by-two pixels to represent (just) one bit. The
bit 1 in the secret will be represented by solid black: All four pixels
being black:

The bit 0 in the secret will be represented by a two diagonal black
out of the four pixels. So there are two representations of the bit 0:

and .
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Generating Shares

Each share of one bit is, with probability exactly 1/2, either

or .

If the secret bit is 1, the two shares are either (with prob. 1/2 each):

and , or and .

If the secret bit is 0, the two shares are either (with prob. 1/2 each):

and , or and .
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Combining Shares

If the secret bit is 0, we have either

or the dual configuration.

If the secret bit is 1, we have either

or the dual configuration.

Any black and white image can be shared among two parties, bit by
bit. The shares carry no information about the secret or any part
thereof. If the original image is n-by-m pixels, the two shares and the
reconstruction will be 2n-by-2m pixels. The visual quality of the
reconstruction will not be as good as the original (but it can be
processed to reproduce the original black-and-white image).
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