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Exact String Matching: Definition (reminder)

Input: Two strings over a fixed alphabet, Σ.
A text of length n, T = T [0..n− 1], and
a shorter pattern of length m, P = P [0..m− 1].

Goal: Find all indices, or shifts, s, in the text (0 ≤ s ≤ n−m)
such that T [s..s+m− 1] = P [0..m− 1].

That is, all shifts where the pattern matches the text exactly.

This is a fundamental problem in stringology. We will examine four
approaches to solving it, bearing the associated complexity in mind.

1. The näıve, exhaustive, approach (last time).

2. An approach based on hashing (last time).

3. A randomized (coin flipping) algorithm, due to Karp and Rabin.

4. A DFA-based solution (highlights only)
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Arithmetization

NP = ((((. . . (((p0 ·B)+p1)·B)+. . .+pm−3)·B)+pm−2)·B)+pm−1 .

This requires m additions and m multiplications.
The outcome is of size ≈ Bm.

The mapping from the pattern, P [0..m− 1], into NP , is one to one.
So NP uniquely determines the pattern.

We can think of the transformation from the pattern P (a string) to
NP (a number) as an arithmetization of the string.
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From Strings to Integers: Karp–Rabin, Step 2

Let T [0..n− 1] be an n character long string (the text).

Let ti be the unicode representation of the character T [i].

Like before, for every shift, s, 0 ≤ s ≤ n−m, we transform the m
character long “shift” T [s..s+m− 1] into base B number, denoted
by Ts:

Ts = tsB
m−1 + ts+1B

m−2 + . . .+ ts+m−3B
2 + ts+m−2B + ts+m−1.

Once we got NP and all of T0, T1, . . . , Tn−m, the string matching
problem reduces to the question of finding all indices i for which
NP = Ti.
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From Strings to Integers: Python Code

The following function computes the arithmetization of a single
text:

def arithmetize(text ,basis =2**16):

""" convert substring to number using basis powers

employs Horner rule """

partial_sum =0

for ch in text:

partial_sum = partial_sum*basis+ord(ch) # Horner

return partial_sum

>>> arithmetize("b")

98

>>> arithmetize("be")

6422629

>>> arithmetize("ben")

420913414254

>>> ((ord("b")*2**16)+ ord("e"))*2**16+ ord("n") # sanity check

420913414254
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From Strings to Integers 2: Python Code

The following function computes the arithmetization of all length m

contiguous substrings in the text:

def arithmetize_text(text ,m,basis =2**16):

""" computes arithmization of all m long substrings

of text , using basis powers """

t=[]

#will store list of numbers representing consecutive substrings

for s in range(0,len(text)-m+1):

t=t+[ arithmetize(text[s:s+m],basis)]

# append the next number to existing t

return t
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From Strings to Integers 2: Running the Code

>>> arithmetize_text("speak softly , and carry a big stick" ,1)

[115, 112, 101, 97, 107, 32, 115, 111, 102, 116, 108, 121, 44, 32,

97, 110, 100, 32, 99, 97, 114, 114, 121, 32, 97, 32, 98, 105, 103,

32, 115, 116, 105, 99, 107]

>>> arithmetize_text("speak softly , and carry a big stick" ,2)

[7536752 , 7340133 , 6619233 , 6357099 , 7012384 , 2097267 , 7536751 ,

7274598 , 6684788 , 7602284 , 7078009 , 7929900 , 2883616 , 2097249 ,

6357102 , 7209060 , 6553632 , 2097251 , 6488161 , 6357106 , 7471218 ,

7471225 , 7929888 , 2097249 , 6357024 , 2097250 , 6422633 , 6881383 ,

6750240 , 2097267 , 7536756 , 7602281 , 6881379 , 6488171]

We now slightly change the basis

>>> arithmetize_text("speak softly , and carry a big stick" ,2,

basis =2**16 -1)

[7536637 , 7340021 , 6619132 , 6357002 , 7012277 , 2097235 , 7536636 ,

7274487 , 6684686 , 7602168 , 7077901 , 7929779 , 2883572 , 2097217 ,

6357005 , 7208950 , 6553532 , 2097219 , 6488062 , 6357009 , 7471104 ,

7471111 , 7929767 , 2097217 , 6356927 , 2097218 , 6422535 , 6881278 ,

6750137 , 2097235 , 7536641 , 7602165 , 6881274 , 6488072]
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From Strings to Integers 2: Efficiency Considerations

Once we got NP and all of T0, T1, . . . , Tn−m, the string matching
problem reduces to the question of finding all indices i for which
NP = Ti.

But how many operations are needed to compute T0, T1, . . . , Tn−m?

Every Ti takes O(m) multiplications/additions to compute. So all by
all this takes O(m · (n−m+ 1)) operations.

No better than the näıve algorithm!
(in fact even worse, as the näıve algorithm requires just single
characters’ comparisons, while here we got fairly involved arithmetic.)
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From Strings to Integers Efficiently

How many operations are really needed to compute
T0, T1, . . . , Tn−m?

Key observation: Computing each Ti from scratch is rather wasteful.

Suppose we have already computed
Ts = tsB

m−1 + ts+1B
m−2 + . . .+ ts+m−3B

2 + ts+m−2B + ts+m−1 .

Ts+1 = ts+1B
m−1 + ts+2B

m−2 + . . .+ ts+m−2B
2 + ts+m−1B + ts+m

= (Ts − tsBm−1)B + ts+m.

Once Ts is given, we can thus compute Ts+1 by using just one
subtraction, one addition, and two multiplications – O(1) operations
overall. (We will precompute Bm−1 once, and reuse it.)
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From Strings to Integers Efficiently – Python Code

def arithmetize_text2(text ,m,basis =2**16):

""" efficiently computes arithmetization of all m long

substrings of text , using basis powers """

b_power=basis **(m-1)

t=[ arithmetize(text [0:m],basis)]

# t[0] equals first word arithmetization

for s in range(1,len(text)-m+1):

new_number =(t[s-1]-ord(text[s-1])* b_power )*basis

+ord(text[s+m-1])

t=t+[ new_number] # append new_number to existing t

return(t)

# t stores list of numbers representing m long words of text
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From Strings to Integers Efficiently – Running the Code

>>> arithmetize_text2("speak softly , and carry a big stick" ,1)

[115, 112, 101, 97, 107, 32, 115, 111, 102, 116, 108, 121, 44, 32,

97, 110, 100, 32, 99, 97, 114, 114, 121, 32, 97, 32, 98, 105, 103,

32, 115, 116, 105, 99, 107]

>>> arithmetize_text2("speak softly , and carry a big stick" ,2)

[7536752 , 7340133 , 6619233 , 6357099 , 7012384 , 2097267 , 7536751 ,

7274598 , 6684788 , 7602284 , 7078009 , 7929900 , 2883616 , 2097249 ,

6357102 , 7209060 , 6553632 , 2097251 , 6488161 , 6357106 , 7471218 ,

7471225 , 7929888 , 2097249 , 6357024 , 2097250 , 6422633 , 6881383 ,

6750240 , 2097267 , 7536756 , 7602281 , 6881379 , 6488171]

Same same, but more efficient.
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From Strings to Integers Efficiently – Python Code 2
This code first arithmetize: Converts the pattern to a natural
number, and converts every substring of the text whose length equals
the pattern’s length to a natural number. It then determines the
shifts where the numbers are the same, which are the shifts where
the substrings equal the pattern.

def find_matches(pattern ,text ,basis =2**16):

""" find all occurances of pattern in text

using efficient arithmetization of text """

assert(len(pattern) <= len(text))

p=arithmetize(pattern ,basis)

t=arithmetize_text2(text ,len(pattern),basis)

matches =[]

for s in range(len(t)):

if p==t[s]: matches=matches +[s]

return(matches)

>>> find_matches("bar","bennyXbirburbirbarYraniZbarbarossa")

[15, 24, 27]

Same same, but more efficient.
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Are We Really Being Efficient Now?

Computing NP , T0 and Bm initially takes O(m) operations.
All other Ts will take O(n−m+ 1) operations (together) to compute.
And finally, we have n−m+ 1 comparisons: NP vs. all Ts.
Overall O(n+m) operations, which is optimal.

Caveat: NP and the various Ts are not constant size numbers. They
probably won’t fit in a constant number of computer words either. So
operations over them are, in practice, costly (though we usually do
not count this as part of our complexity analysis..) To remedy this,

we utilize two important notions in an improved algorithm:

1. Probabilistic (coin flipping) algorithms (saw this notion earlier).

2. Finger printing (new, yet closely related to hashing).
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A Probabilistic (Coin Flipping) Algorithm

Method:

1. Compute the number p = fingerprint(NP ).

2. For every shift, s, 0 ≤ s ≤ n−m, compute the number
fs = fingerprint(Ts).

3. For every shift, s, 0 ≤ s ≤ n−m, compare the number fs with
p.

4. If p = fs, declare the shift, s, as a possible match (and
continue).

What the #*&% is going on here? What are these fingerprints?
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Fingerprints

What the #*&% is going on here? What are these fingerprints?

In the “real world”, fingerprints are used for identifying (human)
individuals. Kind of a “compact representation” of people.

(http://www.dalycity.org/City Hall/Departments/police department/Services/fingerprinting.htm)
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Fingerprints

What the #*&% is going on here? What are these fingerprints?

Inspired by the real world, a fingerprint Fr in our string matching
context is a mapping from strings to fixed size numbers in the range
[0..k] (say 32 bits, namely 231 ≤ k < 232).

If S1 6= S2 are two different strings, we require that

Pr(Fr(S1) = Fr(S2)) < 2−30.

I.e., the probability that the fingerprint maps two different strings to
the same number is small (smaller than twice the inverse of the
target space size).
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Wait a Minute

Fr(·) maps patterns, namely strings over Σm, to numbers in [0..k].
But the domain (space of possible patterns) is typically much larger
than the target (numbers in [0..k]). So Fr(·) surely is not one to one.

There must surely be S1 6= S2 such that

Fr(S1)=Fr(S2) .

So how can we require

Pr(Fr(S1) = Fr(S2)) < 2/k ?

You were probably told you should always read the small print.

In our case, the small print is the subscript r above.
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What is the subscript r in the mapping Fr?

Indeed, any single function F (·) would have collisions, namely
S1 6= S2 such that F (S1)=F (S2) .
For this reason, we do not use a single function F (·).

Instead, we have a collection of many functions, Fr(·), indexed by the
parameter, r.
When we require

Pr(Fr(S1) = Fr(S2)) < 2−30

The probability is over the choice of r.

If S1 6= S2, then for most choices of r, Fr(S1) 6= Fr(S2), while for a
few choices, we could have equality.
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Karp-Rabin Fingerprinting

Pick a random prime, r, in the range 231 < r < 232 (a 32-bit random
prime).
The corresponding fingerprint function is Fr(m) = m mod r.

Details:

1. Compute the number p = fingerprint(NP ).

2. For every shift, s, 0 ≤ s ≤ n−m, compute the number
fs = fingerprint(Ts).

3. For every shift, s, 0 ≤ s ≤ n−m, compare the number fs with
p.

4. If p = fs, declare the shift, s, as a possible match (and
continue).
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Karp-Rabin Fingerprints: Details

I Had we computed NP , B
m and T0, . . . , Tn−m first, and then do

the modular reduction, mod r, we would have to deal with
large numbers (unbounded sizes).

I Instead, we employ the mod r computations initially: In
computing NP , B

m, T0, and when going from Ts to Ts+1. The
intermediate numbers involved are never larger than r2 < 264.

I One can show that if Ts 6= NP , then indeed
Probr(Ts mod r = NP mod r) < 2−30.
Proof (omitted) uses density of primes, the so called Chinese
remainder theorem, and some simple arithmetic.
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Karp-Rabin Fingerprints: False vs. True Matches

I If p = fs, the algorithm declares the shift, s, as a possible match.

I Is this a true match, namely P [0..m− 1] = T [s..s+m− 1],

I Or a false match, namely P [0..m− 1] 6= T [s..s+m− 1]?

We face a choice here. We could try and verify all matches, at the
cost of additional operations.
Or we could “trust” the announced matches without exploring
further, risking errors.

For “random strings” (whatever this means has to be clarified, and
will typically not apply to the text you are reading or writing),
matches will be rare and thus verifying them, even exhaustively, will
not cause an unacceptable overhead.
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Karp-Rabin Fingerprints: A Dilemma

For “random strings” (whatever this means has to be clarified, and
will typically not apply to the text you are reading or writing),
matches will be rare and thus verifying them, even exhaustively, will
not cause an unacceptable overhead.

But suppose the pattern and the text consist of just As. Then every
shift will yield a true match. But verifying all matches will cost
O(m(n−m+ 1)) operations, an expression we have learnt to hate.

So in our case, randomization brought with it not only an improved
efficiency, but also a dilemma, of cost vs. accuracy.
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Karp-Rabin Fingerprints: Python Code

We will use here the parameters B = 216 (the basis for the
arithmetization) and r = 232 − 3 = 4294967293 (the prime number
used for remainder computations). Recall that r should be picked at
random every time we employ Karp–Rabin.

def fingerprint(text ,basis =2**16 ,r=2**32 -3):

""" used to compute karp -rabin fingerprint of the pattern

employs Horner method (modulo r) """

partial_sum =0

for ch in text:

partial_sum =( partial_sum*basis+ord(ch)) % r

return partial_sum

Incidentally, if you want to use a 64 bit r, you may try
r = 264 − 59 = 18446744073709551557.
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Karp-Rabin Fingerprints: Python Code (cont.)

def text_fingerprint(text ,m,basis =2**16 ,r=2**32 -3):

""" used to computes karp -rabin fingerprint of the text """

f=[]

b_power=pow(basis ,m-1,r)

list.append(f, fingerprint(text [0:m],basis ,r))

# f[0] equals first text fingerprint

for s in range(1,len(text)-m+1):

new_fingerprint =((f[s-1]-ord(text[s-1])* b_power )*basis

+ord(text[s+m-1])) % r

# compute f[s], based on f[s-1]

list.append(f,new_fingerprint)# append f[s] to existing f

return f
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Karp-Rabin Fingerprints: Python Code (cont. 2)

def find_matches_KR(pattern ,text ,basis =2**16 ,r=2**32 -3):

""" find all occurances of pattern in text

using coin flipping Karp -Rabin algorithm """

if len(pattern) > len(text):

return []

p=fingerprint(pattern ,basis ,r)

f=text_fingerprint(text ,len(pattern),basis ,r)

matches = [s for s, f_s in enumerate(f) if f_s == p]

# list comprehension

return matches

Note: enumerate(lst), returns a list of the same length, where the
i-th element is the pair (i, lst[i]). For example

>>> lst=["a","b","c","d","e"]

>>> enumerate(lst)

<enumerate object at 0x170d1c0 >

>>> list(enumerate(lst))

[(0, ’a’), (1, ’b’), (2, ’c’), (3, ’d’), (4, ’e’)]
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Running the Code – Three Samples

>>> pattern="aaaaaa"

>>> text="aaaaaaaaaaaaaaaaaaaaaaaaa"

>>> find_matches_KR(pattern ,text)

[0, 1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11,

12, 13, 14, 15, 16, 17, 18, 19]

>>> text="aaaaaaaaaaaaabbbaaaaaaaaa"

>>> find_matches_KR(pattern ,text)

[0, 1, 2, 3, 4, 5, 6, 7, 16, 17, 18, 19]

>>> find_matches_KR(text , pattern)

[]

26 / 60



Running the Code – a Fourth Sample

>>> text=""" Twas brillig , and the slithy toves Did gyre and gimble

in the wabe: All mimsy were the borogoves , And the mome

raths outgrabe. Beware the Jabberwock , my son! The jaws that bite ,

the claws that catch! Beware the Jubjub bird , and shun The frumious

Bandersnatch! He took his vorpal sword in hand: Long time the

manxome foe he sought So rested he by the Tumtum tree , And

stood awhile in thought. And , as in uffish thought he stood , The

Jabberwock , with eyes of flame , Came whiffling through the tulgey

wood , And burbled as it came! One , two! One , two! And through and

through The vorpal blade went snicker -snack! He left it dead , and

with its head He went galumphing back. And , has thou slain the

Jabberwock? Come to my arms , my beamish boy! O frabjous day!

Callooh! Callay! He chortled in his joy. Twas brillig , and the

slithy toves Did gyre and gimble in the wabe; All mimsy were the

borogoves , And the mome raths outgrabe."""

# quotation marks removed from original

>>> len(text)

923

>>> pattern="gyre and gimble"

>>> find_matches_KR(pattern ,text)

[39, 836]
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Running the Code – Changing the Moduli Wrecklessly
>>> text = "Twas brillig , and the slithy toves Did gyre and gimble

in the wabe: All mimsy were the borogoves , And the mome raths

outgrabe. Beware the Jabberwock , my son! The jaws that bite ,

the claws that catch! Beware the Jubjub bird , and shun The frumious

Bandersnatch! He took his vorpal sword in hand: Long time the

manxome foe he sought So rested he by the Tumtum tree , And

stood awhile in thought. And , as in uffish thought he stood , The

Jabberwock , with eyes of flame , Came whiffling through the tulgey

wood , And burbled as it came! One , two! One , two! And through and

through The vorpal blade went snicker -snack! He left it dead , and

with its head He went galumphing back. And , has thou slain the

Jabberwock? Come to my arms , my beamish boy! O frabjous day!

Callooh! Callay! He chortled in his joy. Twas brillig , and the

slithy toves Did gyre and gimble in the wabe; All mimsy were the

borogoves , And the mome raths outgrabe."

# quotation marks removed from original

>>> pattern="gyre and gimble"

>>> find_matches_KR(pattern ,text)

[39, 836]

>>> find_matches_KR(pattern ,text ,r=97) # small prime moduli

[6, 39, 435, 567, 644, 654, 666, 785, 803, 836]

>>> find_matches_KR(pattern ,text ,r=2**32)

# large composite moduli w/ small factors

[39, 366, 501, 601, 768, 836]
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And Now to Something Completely Different: DFAs

(taken in center Jerusalem, May 2015)
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And Now to Something Completely Different:
Recursion, Again, via the 8 Queens Problem

(taken in south Tel Aviv, May 2014)
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The N Queens Problem
The well known 8 queens problem is to determine how many
possibilities are there to legally place 8 queens on an 8-by-8 chess
board. Legally means no queen threatens another queen. Related
questions are finding such placement, if one exists, and/or exploring
the question for different number of queens and different size boards.

We will explore a possible path to the solution, employing several
high tech means (e.g whiteboard, waving hands, etc.).
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Ideas of Recursive Solution: the n Queens Problem

• We build the solution incrementally, column by column.

• We maintain a partial solution (implemented as a list).

• The partial solution is initially empty.

• We try to extend partial solutions recursively by placing a queen
in all possible rows in the next column.

• We check if adding a queen to a given partial solution is legal. If
it is, the partial solution is extended (and number of remaining
columns decreased by 1).

• Once all columns are exhausted, we have a solution
(contributing a 1 to the overall number of solutions).

Whatever we propose here (or elsewhere :-) is not the only possible
approach. We do try, however, to propose a simple solution to the
problem.
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Functions and Signatures Used in the n Queens Problem

def queens(n,show=True):

’’’ how many ways to place n queens on an nXn board? ’’’

partial = [] # list representing partial placement of queens

return queens_rec(n, partial ,show)

def queens_rec(n, partial ,show):

’’’ Given a list representing partial placement of queens ,

can we legally extend it ? ’’’

if len(partial )==n: #all n queens are placed legally

if show: # show the complete solution

print(partial)

return 1

else:

cnt=0

for i in range(n):

#try to place a queen in row i of the next column

if legal(partial ,i):

cnt += queens_rec(n, partial +[i],show)

return cnt
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What About the Function legal?

image source: Flickr
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Functions and Signatures Used in the n Queens Problem

def legal(partial , i):

’’’ Can we place a queen in the next column in row i ? ’’’

left = [j for j in partial if j==i]

#any queens in the same row to the left?

diag_up = [j for j in partial

if j-partial.index(j) == i-len(partial )]

#diagonal up-left

diag_down = [j for j in partial

if j+partial.index(j) == i+len(partial )]

#diagonal down -left

res = (left == diag_up == diag_down == [])

# print (" partial=",partial ,"can add queen at row", i ,"?",res)

return res
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Example Executions
>>> queens (1)

[0]

1

>>> queens (2)

0

>>> queens (3)

0

>>> queens (4)

[1, 3, 0, 2]

[2, 0, 3, 1]

2

>>> queens (5)

[0, 2, 4, 1, 3]

[0, 3, 1, 4, 2]

[1, 3, 0, 2, 4]

[1, 4, 2, 0, 3]

[2, 0, 3, 1, 4]

[2, 4, 1, 3, 0]

[3, 0, 2, 4, 1]

[3, 1, 4, 2, 0]

[4, 1, 3, 0, 2]

[4, 2, 0, 3, 1]

10
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Example Executions, cont.
Note that for all n > 1 the number of solutions is even, due to a
simple mirror symmetry.
>>> queens (6)

[1, 3, 5, 0, 2, 4]

[2, 5, 1, 4, 0, 3]

[3, 0, 4, 1, 5, 2]

[4, 2, 0, 5, 3, 1]

4

So the number of solutions to queens(n) does not increase
monotonically with n, as queens(6) = 4 < queens(5) = 10.
>>> for n in range (7 ,14):

print(n, queens(n,show=False ))

7 40

8 92

9 352

10 724

11 2680

12 14200

13 73712

14 365596

15 2279184 # ran overnight

>>> queens (15)

2279184
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Extensions to the N Queens Problem

Once we understand the solution, fairly simple modifications will yield

• Not just number of solutions, but a list specifying all solutions.

• Placing k queens on an n-by-n board, k ≤ n.

• Placing k queens on an n-by-m board, k ≤ n ≤ m.

• Placing n rooks on an n-by-n board.

• Placing n bishops on an n-by-n board.

• Mixing queens, bishops, rooks on an n-by-n board (not so
simple, but not that bad either).
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And Now to Something Completely Different:
Generators and Iterators, Again

(taken in south Tel Aviv, May 2014)
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A Prime Numbers Generator

We give additional examples of iterators. The first one is a simple
iterator that produces all prime numbers, one by one.

def primes ():

""" a generator for all prime numbers """

primes = set()

n = 2

while True:

isPrime = True

for p in primes:

if n % p == 0:

isPrime = False

break # get out of inner loop only

if isPrime:

primes.add(n)

yield n

n += 1

This generator of primes employs the simplest possible sieve.
Q.: why did we use set and not list for primes?
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A Prime Numbers Generator: Execution Example
>>> prim = primes ()

>>> for i in range (8):

next(prim)

2

3

5

7

11

13

17

19

>>> for i in range (8):

next(prim)

23

29

31

37

41

43

47

53

>>> type(prim)

<class ’generator ’> 41 / 60



A Permutations Generator

The following generator∗ produces all permutations of a given (finite)
set of elements. The elements should be given in an indexable object
(e.g. list, tuple, or string)

def permutations(elements ):

if len(elements) <=1:

yield elements

else:

for perm in permutations(elements [1:]):# all except first

for i in range(len(elements )): # location to insert first

yield perm[:i] + elements [0:1] + perm[i:]

It allows one to produce all permutations, one by one, without
generating or storing all of them at the same time.

∗Slight modification of code from code.activestate.com/recipes/252178/
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A Permutations Generator: Execution Example
Let us run this on a few short strings

>>> a = permutations("mit")

>>> while True:

try:

next(a)

except StopIteration: # a is exhausted

break

’mit’

’imt’

’itm’

’mti’

’tmi’

’tim’

Alternatively, if we know the size is under control

>>> a = permutations("mit")

>>> list(a)

[’mit’, ’imt’, ’itm’, ’mti’, ’tmi’, ’tim’]

>>> a = permutations("") # the empty string

>>> list(a)

[’’]
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Anything We Can Do, Guido can Do Better
Current versions of Python feature the itertools package, which
contain functions creating iterators for efficient looping of various
types: Cartesian products, permutations, combinations with
repetitions and without repetitions, and much more

>> import itertools

>>> a = itertools.permutations ([1 ,2 ,3])

>>> list(a)

[(1, 2, 3), (1, 3, 2), (2, 1, 3), (2, 3, 1), (3, 1, 2), (3, 2, 1)]

>>> a = itertools.permutations("mit")

>>> next(a)

(’m’, ’i’, ’t’)

Note that the output of itertools.permutations is given in a
different format than our previous permutation generator.

>>> a = itertools.permutations ([1,2,3],r=2)

# combinations of 2 elements w/o repetitions

>>> list(a)

[(1, 2), (1, 3), (2, 1), (2, 3), (3, 1), (3, 2)]
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And Now to Something Completely Different:
Factoring Integers with Pollard’s rho Algorithm

(taken in center Jerusalem, May 2015)
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Factoring Algorithms: Very Brief Overview

What is the running time (worst case) of factoring algorithms? Let m
be an n bits composite. Hardest numbers to factor are the product of
two distinct prime numbers m = pq, where both primes are are
≈ n/2 bits long, and p− 1 and q − 1 have a large prime factor.

A (very partial) list of algorithms:

• Trial division: O(2n/2) (saw this in lecture 5).

• J.M. Pollard’s rho method: O(2n/4)
(will see this today, the hare and tortoise algorithm).

• Quadratic sieve algorithm: O(e(n logn)1/2).

• General number sieve algorithm: O(e(7n)
1/3·log2 n).

• GNS was introduced by J.M. Pollard in 1988, and later refined
by many well-known players of the computational number theory
community.
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Factoring Large Integers: The xkcd Approach†)

Original in http://xkcd.com/538/

†thanks to Elad Liebman for pointing this out
47 / 60



Factoring Algorithms

• The general number sieve algorithm is considered the fastest of
all published, “general purpose” factoring algorithms. It was
employed to factor RSA-200, a 663-bit number (200 decimal
digits), on May 2005. The algorithm was implemented on a
cluster of 80 2.2 GHz Opterons. Execution took three months.

• RSA-200 =

2799783391122132787082946763872260162107044678695542853756000992932612840010760934567105295

5360856061822351910951365788637105954482006576775098580557613579098734950144178863

178946295187237869221823983

Factors =

3532461934402770121272604978198464368671197400197625023649303468776121253679423200058547956528088349

and

7925869954478333033347085841480059687737975857364219960734330341455767872818152135381409304740185467

• RSA-704 has 704 bits (212 decimal digits), and was factored by
Shi Bai, Emmanuel Thomé and Paul Zimmermann. The
factorization was announced July 2, 2012. A cash prize of
US$30,000 was previously offered for a successful factorization.

• Both RSA-704 (bits) and RSA-200 (digits) are still very far from
factoring the 4096 bits RSA key, which the XKCD hackers were
after.
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The Birthday Paradox (reminder from lecture 15)

A well known (and not too hard to prove) result is that if we throw n
balls at random into m distinct slots, and n ≈

√
πm/2, then with

probability about 0.5, two balls will end up in the same slot.

This gives rise to the so called “birthday paradox” – given about 24
people with random birth dates (month and day of month), with
probability exceeding 1/2, two will have the same birth date
(m = 365 here, and

√
π · 365/2 = 23.94).

Thus if our set of keys is of size n ≈
√
πm/2, two keys are likely to

create a collision.

49 / 60



Factoring Algorithms: The Hare and the Tortoise (for
reference only)

We will now embarked upon a much more modest task: Explain
Pollard’s rho method, implement it in Python, and run it to factor an
100-bit number (in approximately two to six minutes).

Let m = p · q be an n bits composite, the product of two primes.
Denote by Zm the ring of integers {0, 1, . . . ,m− 1}, with addition
and multiplication modulo m.

Let f : Zm 7→ Zm be a random function from Zm to itself. Pick
some a0 ∈ Zm at random. Consider the sequence

a0, a1 = f(a0), a2 = f(a1), . . . , ai = f(ai−1) .
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Finding Cycles: The Hare and the Tortoise
Let f : Zm 7→ Zm be a random function from Zm to itself. Pick
some a0 ∈ Zm at random. Consider the sequence

a0, a1 = f(a0), a2 = f(a1), . . . , ai = f(ai−1), . . .

Since Zm is finite, this sequence is finite, and it must contain a cycle:
Two indices i ≥ 0 and k ≥ 1 such that ai = ai+k. If we take i ≥ 0 to
be minimal and then k ≥ 1 to be minimal, we get the following
picture, where i = 2 and k = 7 (taken from Wikipedia site in Polish).

The hare and tortoise can help us find the cycle (indices i, k) in
O(i+ k) operations (invocations of f , and comparisons).
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Length of Tails and Cycles

Let f : Zm 7→ Zm be a random function from Zm to itself. Pick
some a0 ∈ Zm at random. Consider the sequence

a0, a1 = f(a0), a2 = f(a1), . . . , ai = f(ai−1), . . .

By the birthday paradox, the expected length of the tail and cycle
(combined), i+ k, is O(

√
m).
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Length of Tails and Cycles: Under the Hood

Let f : Zm 7→ Zm be a random function from Zm to itself. Pick
some a0 ∈ Zm at random. Consider the sequence

{a0, a1 = f(a0), a2 = f(a1), . . . , ai = f(ai−1), . . .} ⊆ Zm .

Recall that m = p · q. Under the hood, f : Zm 7→ Zm “splits” to
fp : Zp 7→ Zp and fq : Zq 7→ Zq.

The function fp will close a cycle of expected length O(
√
p), while fq

will close a cycle of expected length O(
√
q). These two cycles are

essentially independent and will typically not be of the same length.
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Length of Tails and Cycles: Under the Hood

Figure, corresponding to m=1387, p=19, q=73, is taken from

http://integrator-crimea.com/ddu0208.html

54 / 60

http://integrator-crimea.com/ddu0208.html


Length of Tails and Cycles: The Punchline

Recall that m = p · q. Under the hood, f : Zm 7→ Zm “splits” to
fp : Zp 7→ Zp and fq : Zq 7→ Zq. The functionfp will close a cycle of
expected length O(

√
p), while fq will close a cycle of expected length

O(
√
q). Note that we cannot “see” the functions fp, fq directly.

Suppose fp closes a cycle, namely fp(ai) = fp(ai+k), but fq does not
close a cycle at the same place, namely fq(ai)6=fq(ai+k).

The equality fp(ai) = fp(ai+k) means f(ai) = f(ai+k) (mod p),
while the inequality fq(ai)6=fq(ai+k) means f(ai)6=f(ai+k) (mod q).

(we are almost there. . . )
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Length of Tails and Cycles: The Punchline, cont.

The equality fp(ai) = fp(ai+k) means f(ai)− f(ai+k) (mod p).
Therefore, p divides f(ai)− f(ai+k). This implies that p divides the
greatest common divisor of m and f(ai)− f(ai+k).

The inequality fq(ai)6=fq(ai+k) implies that q does not divide the
greatest common divisor of m and f(ai)− f(ai+k).

The two facts together imply that gcd (m, f(ai)− f(ai+k)) = p. So
by closing a cycle in O(

√
p) = O(m1/4) = O(2n/4) steps and O(1)

memory, we find a prime factor of m.
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Something is Missing

The memory required by the hare and tortoise is O(1), regardless of
the length of the tail plus the cycle. But the expected time analysis
strongly relied on f being a random function.

Random functions are easy to generate, but to keep track of
{a0, a1 = f(a0), a2 = f(a1), . . . , ai = f(ai−1), . . .} ⊆ Zm , we will
have to store O(

√
p) elements, defying our saving of memory.

Idea: Instead of a truly random function, we will just employ a simple
quadratic function f : Zm 7→ Zm. For example, f(x) = x2 + 3
(mod m).

This way, we avoid the need to store all previous values in memory.
But now there is no proof that the expected length of the cycle is
indeed O(

√
p). However, it won’t hurt to try this approach. If it

successfully factors, the lack of proof of performance will not deter us.

57 / 60



Pollard ρ Algorithm: Python Code

def rho(m,f=lambda x: x*x+3):

""" pollard rho factoring """

a=random.randint(0,m-1)

print("starting point=",a,"\n")

t=h=a

s=int(m**0.25)

done=False

count=1

while not done:

t=f(t) % m

a=f(f(a) % m) % m

g=gcd(m,a-t)

if g>1 and g<m :

done=True

else:

count=count +1

if (count % s) == 0:

print (count//s,"\n")

# visualize length of run , in quanta of s

print(g," divides ", m, "\n")

return g
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Pollard ρ Algorithm: Sample Runs
>>> m=next_prime (2**47)[0]* next_prime (2**50)[0]

>>> elapsed("rho(m)")

starting point= 131754030626751445081856576239

140737488355333 divides 158456325028542045248481657107

145.673607 # under 2.5 minutes

>>> m=next_prime (2**48)[0]* next_prime (2**50)[0]

>>> elapsed("rho(m)")

starting point= 144297373938793782605469763606

1125899906842679 divides 316912650057096475395938583683

292.098062 # under 5 minutes

>>> next_prime (2**48)[0]

281474976710677

>>> next_prime (2**50)[0]

1125899906842679

>>> m=next_prime (2**49+2**20)[0]* next_prime (2**50)[0]

>>> elapsed("rho(m)")

starting point= 48585871674394322693798145873

562949954469907 divides 633825301294758675811488760853

24.16170699999998 # under 0.5 minutes
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And Now to Something Completely Different:
Next Week
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Next Week

Next Sunday is a vacation (Shavuot).

Next Thursday is Yom HaStudent, which has an adverse effect on the
recitations.

Consequently, in the Wednesday time slots for the lecture, we will
hold recitations.

There will be no recitations on Monday and on Thursday.
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