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Lecture 25 Highlights

I Pollard ρ algorithm for factoring moderate size integers.
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Lecture 26, Plan

I Concurrent programming: Motivation

I Threads (in general, and in Python)

I Locks and their perils.

I Example: the Dining Philosophers.
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And Now to Something Completely Different: Concurrency
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Sequential vs. Concurrent Programming

I Programs that we have seen so far work in a sequential manner,
namely commands are executed one-by-one in a well-defined
order.

I This simplifies the semantics of programs (and the work of the
programmer), but is in many cases wasteful.

I If there are multiple processors (cores) available, we may, in
some cases, distribute the computation among them so it is
done in parallel. Example: mapping a list involves the
application of a function on each element independently, and
these applications may be done on different processors.
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Sequential vs. Concurrent Programming (cont.)

Interestingly, concurrent computing is also useful when we have only
a single computer with a single core. This is due to “blocking”
operations such as waiting for user input, waiting for a server to
respond, waiting for a disk access, etc. Instead of waiting, we would
like to continue computation using the already available data.
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A Simple “blocking” Example

def Compute(n):

return (2**(2**n))

def SerialReadCompute ():

for i in range (3):

n=input("Please enter a number: ")

res = Compute(int(n))

print("Computation result for ", n, "is ", res)

Problem: If the computation for e.g. the first one is “heavy”, the
user will have to wait for a long time before prompted for the second
number. Meanwhile, he may go and have coffee, and the program
might finish the first computation and be idle until he returns
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An alternative

def SerialReadCompute2 ():

inputs =[]

for i in range (3):

n=input("Please enter a number: ")

inputs.insert(0,n)

for i in range (3):

print("Computation result for ", inputs[i], "is ", \

Compute(int(inputs[i])))

Problem: The computation does not start until the user inputs all
numbers, even though it could have started after the first one is in.
If inputting e.g. the second number takes a lot of time (either
because the user is thinking and or having coffee, or because the
number has many digits), we are losing time that could have been
used for computation for the first input.
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Communication Example

To find out at which sports the city of Tel Aviv excels most, this code
counts the number of occurrences of Tel Aviv in the Wikipedia pages
of European championships for soccer, basketball, and hockey.

def Serial ():

host = "en.wikipedia.org"

count=0

start = time.time()

GET_METHOD="GET"

urls=["/wiki/UEFA_Champions_League","/wiki/Euroleague", \

"/wiki/Euro_Hockey_League"]

ENCODING = "utf -8"

for url in urls:

conn = http.client.HTTPConnection(host)

conn.request(GET_METHOD ,url)

data = conn.getresponse (). read()

data_as_string = str(data , ENCODING)

#print(data_as_string)

conn.close()

count = data_as_string.count("Tel Aviv")

print("Count in ",url , "is ",count)
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Communication Example (cont.)

Problem: The server on Wikipedia has a queue of requests (in fact,
the server is running a concurrent program!), and its own algorithm
for processing them. This means that some requests may take longer
than others and we cannot know which. The conn.request command
is blocking, i.e. if the request for one page takes long time to process,
the other request will not even register when in fact we could have
finished the computation for it.
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In both examples

I We can easily identify independent subtasks: the computation
for each user input / web page is independent of the rest.

I We would like to execute independent tasks in “parallel”.

11 / 35



Threads

I Subtasks in a parallel program are often called threads.

I Most programming languages allow users to explicitly define
threads, namely tasks that are allowed to run in parallel. Within
each thread, operations are run sequentially.

I The operating system then chooses the order of execution, based
on different algorithms.

I The simplest one is round-robin, where the threads take turns
and at each turn a thread is allocated a fixed amount of time to
run its commands.

I More sophisticated algorithms, that allocate non-uniform
priorities, are used in practice.
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Threads in Python

import threading

import datetime

import time

class SimpleThreadClass(threading.Thread ):

def run(self):

for i in range (3):

now = datetime.datetime.now()

print("I am: ")

print (self.getName ())

print("The time is: ")

print(now)

def TestSimpleThread ():

for i in range (2):

t = SimpleThreadClass ()

t.start()

To implement a thread in python, one defines a class inheriting ‡ the
built-in thread class, and implements the run function. start()
activates the thread, causing the run function to be invoked

‡Inheritance will be studied in depth in the Software 1 course next semester
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A network example

def count_tel_aviv(url):

host = "en.wikipedia.org"

count=0

GET_METHOD="GET"

ENCODING = "utf -8"

conn = http.client.HTTPConnection(host)

conn.request(GET_METHOD ,url)

data = conn.getresponse (). read()

data_as_string = str(data , ENCODING)

#print(data_as_string)

conn.close()

count = data_as_string.count("Tel Aviv")

print("Count in ",url , "is ",count)

class FootballThreadClass(threading.Thread ):

def run(self):

count_tel_aviv("/wiki/UEFA_Champions_League")

class BasketballThreadClass(threading.Thread ):

def run(self):

count_tel_aviv("/wiki/Euroleague")
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class HockeyThreadClass(threading.Thread ):

def run(self):

count_tel_aviv("/wiki/Euro_Hockey_League")

def TestTelAviv ():

#start = time.time()

basket = BasketballThreadClass ()

basket.start()

foot = FootballThreadClass ()

foot.start()

hockey = HockeyThreadClass ()

hockey.start()

#end = time.time()

#print(" Elapsed: ", end -start)
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A possible problem
>>> TestSimpleThread ()

>>> I am I am

I am: I am:

>>>

Thread -1Thread -2

The time is: The time is:

2013 -01 -17 15:28:43.4810002013 -01 -17 15:28:43.482000

I am: I am:

Thread -1Thread -2

The time is: The time is:

2013 -01 -17 15:28:43.7240002013 -01 -17 15:28:43.730000

I am: I am:

....

What is going on??
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Shared Resource

I The threads that we have defined may seem to be independent,
but they use a shared resource: the standard output (the
screen). Since they run in parallel, they are impolite and jump
into each other words.

I With the power of parallelism comes the responsibility of
synchronization when one is needed!

I Another aspect of the shared resources problem is the use of
shared data (variables), which we will illustrate soon (using food
and philosophers!).

What can we do?
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Synchronization via Locks

I One of the most common ways to achieve synchronization is
through the use of designated objects called locks.

I The idea is that each thread asks permission before using the
shared object. When such permission is granted, the thread
immediately (i.e. before any other thread is allowed to make a
move), becomes the owner of the lock, and no other thread is
allowed access.

I The main reason for using a designated object rather than
simply a “flag” variable, is for this process to be guaranteed to
be immediate.

I When the resource is no longer in use by the thread, it releases
the lock which now becomes available again.
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Python’s lock object

I Two main methods: acquire and release.

I acquire expects a boolean parameter, indicating if the lock
request is blocking. Returns a boolean value indicating success.

I acquire(true) - wait until the lock is free, then acquire it. return
true.

I acquire(false) - if the lock is free, acquire it and return true. If it
is not free, immediately return false.

I release has no parameters. Releasing a non-acquired lock will
lead to an exception

I There exist more sophisticated synchronization objects such as
semaphors that allow to count (and bound) the number of
threads using the resource.
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Example: using locks

PrintLock = threading.Lock()

def safe_count_tel_aviv(url):

host = "en.wikipedia.org"

count=0

GET_METHOD="GET"

ENCODING = "utf -8"

conn = http.client.HTTPConnection(host)

conn.request(GET_METHOD ,url)

data = conn.getresponse (). read()

data_as_string = str(data , ENCODING)

#print(data_as_string)

conn.close()

count = data_as_string.count("Tel Aviv")

PrintLock.acquire(True)

print("Count in ",url , "is ",count)

PrintLock.release ()
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class SafeFootballThreadClass(threading.Thread ):

def run(self):

safe_count_tel_aviv("/wiki/UEFA_Champions_League")

class SafeBasketballThreadClass(threading.Thread ):

def run(self):

safe_count_tel_aviv("/wiki/Euroleague")

class SafeHockeyThreadClass(threading.Thread ):

def run(self):

safe_count_tel_aviv("/wiki/Euro_Hockey_League")

def SafeTestTelAviv ():

#start = time.time()

basket = SafeBasketballThreadClass ()

basket.start()

foot = SafeFootballThreadClass ()

foot.start()

hockey = SafeHockeyThreadClass ()

hockey.start()
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Fixing the problem of the simple threads

class SafeSimpleThreadClass(threading.Thread ):

def run(self):

for i in range (3):

now = datetime.datetime.now()

PrintLock.acquire(True)

print("I am: ")

print (self.getName ())

print("The time is: ")

print(now)

PrintLock.release ()

def TestSafeSimpleThread ():

for i in range (2):

t = SafeSimpleThreadClass ()

t.start()
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Execution

>>> TestSafeSimpleThread ()

>>> I am:

Thread -1

The time is:

2013 -01 -17 15:26:54.575000

I am:

Thread -2

The time is:

2013 -01 -17 15:26:54.577000

I am:

Thread -1

The time is:

2013 -01 -17 15:26:54.748000

....

But..did we gain a lot from this parallelization?
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Perils of locks

I Too coarse. One way of guaranteeing safe access to shared
objects is to lock the entire run function of the thread. This,
however, is equivalent to running a sequential code. The less we
lock, the more parallelism we get.

I Too fine. Lock management is typically costly, so locking and
unlocking too many times is also undesirable.
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Perils of locks, cont.

I Deadlocks. Suppose that a thread T1 wishes to access object A
and then object B, and T2 wishes to access object B and then
object A. Each object is associated with a distinct lock, and the
two threads are careful to ask for permission before accessing the
object. What could happen?

I A Deadlock in real life: “When two trains approach each other
at a crossing, both shall come to a full stop and neither shall
start up again until the other has gone” (according to
Wikipedia, this is a statute passed by the Kansas legislature in
the early 20th century).
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More Perils

I Livelock. No thread is stuck, but none is really progressing. Like
two people trying to be polite, by moving aside to let the other
pass. May happen with the use of flag variables for
synchronization.

I Starvation. A thread is starving if it can never progress. (For
example, because another thread is always served when both of
them request service).
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The Dining Philosophers

I Five philosophers sit at a round table. There is an infinite supply
of food, but a shortage of forks. A fork is placed between each
pair of adjacent philosophers.

I Each philosopher must alternately think and eat.

I A philosopher can only eat when he has both left and right forks.

I Each fork can be held by only one philosopher and so a
philosopher can use the fork only if it’s not being used by
another philosopher.

This models quite well many real-life synchronization issues.
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The Dining Philosophers: Solution Proposal (protocol)

I Think for a certain amount of time, until become hungry.

I Wait until the left fork is available and when it is pick it up.

I Wait until the right fork is available and when it is pick it up.

I Eat for a fixed amount of time.

I Put the right fork down.

I Put the left fork down.

I Repeat from the beginning.

Can a deadlock arise? In what scenario?

Source: Wikipedia.
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The Dining Philosophers: a better solution §

I For simplicity, consider 5 philosophers with 5 forks. Each
philosopher must have two forks to eat. All run the same code.

I Deadlock is avoided by never waiting for a fork while holding a
fork (locked).

I The idea is to block while waiting to get first fork, and ask
(without blocking) for the second fork.

I If failed to get second fork, release first fork, swap which fork is
first and which is second and retry until getting both.

§Adapted from http://rosettacode.org/wiki/Dining-philosophers
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The Dining Philosophers: a better solution

class Philosopher(threading.Thread ):

running = True # field shared by all Philosophers

def __init__(self , xname , forkOnLeft , forkOnRight ):

threading.Thread.__init__(self)

self.name = xname

self.forkOnLeft = forkOnLeft

self.forkOnRight = forkOnRight

def run(self):

while(self.running ):

time.sleep( random.uniform (3 ,13)) # Philosopher is thinking

PrintLock.acquire(True)

print(self.name , " is hungry.")

PrintLock.release ()

self.dine()
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The Dining Philosophers: a better solution (cont.)

def dine(self):

fork1 , fork2 = self.forkOnLeft , self.forkOnRight

while self.running:

fork1.acquire(True)

locked = fork2.acquire(False)

if locked:break

fork1.release ()

PrintLock.acquire(True)

print(self.name ," swaps forks.")

PrintLock.release ()

fork1 , fork2 = fork2 , fork1

self.dining ()

if self.running:

fork2.release ()

fork1.release ()

else:

PrintLock.acquire(True)

print(self.name ," is done.")

PrintLock.release ()
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The Dining Philosophers: a better solution (cont.)

def dining(self):

PrintLock.acquire(True)

print(self.name ," starts eating.")

PrintLock.release ()

time.sleep(random.uniform (1 ,10))

PrintLock.acquire(True)

print(self.name , " finishes eating and leaves to think.")

PrintLock.release ()
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The Dining Philosophers: a better solution (cont.)

def DiningPhilosophers ():

forks = [threading.Lock() for n in range (5)]

philosopherNames = (’Aristotle ’,’Kant’,’Buddha ’,’Marx’, ’Russel ’)

philosophers= [Philosopher(philosopherNames[i], forks[i%5], forks [(i+1)%5]) \

for i in range (5)]

# random.seed (507129) # to have repeatable results

Philosopher.running = True

for p in philosophers:

p.start()

time.sleep (100)

Philosopher.running = False

PrintLock.acquire(True)

print ("Now we’re finishing.")

PrintLock.release ()
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Concurrent Programming: Conclusion

I We can make our code more efficient by parallelizing sub-tasks.

I Sub-tasks can then be run on multiple processors / cores, but
even running them on the same core allows to avoid blocking.

I Parallelized sub-tasks should be as independent as possible. For
parts that are dependent (e.g. access the same resource), we
should carefully synchronize their execution, e.g. using locks.

I Locks should be used responsibly and carefully.
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Parallel Programming

I Moore’s law and its limits

I Multicore computers, and other parallel architectures

I Amdahl’s law

I Many many other issues in parallelization on multiple processors,
including load balancing, communication complexity, and more.

I An elective course on multi processor programming is offered at
TAU
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